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Abstract—IPv4 address exhaustion became critical in 2011
when IANA allocated the final free /8 block, accelerating efforts
toward the long-anticipated transition to IPv6. Over a decade ago,
Czyz et al. (2014) provided the most comprehensive longitudinal
assessment of IPv6 adoption to date, defining a taxonomy of
metrics across addressing, naming, routing, reachability, usage,
and performance, and predicting near parity with IPv4 within
five years. This paper revisits their framework with updated data
to 2025, combining direct re-examination of metrics where com-
parable public data are available with complementary evidence
from recent measurement studies and longitudinal datasets. This
approach enables a consistent, decade-scale reassessment across
all dimensions of IPv6 adoption while preserving comparability
with the original study. Our results show that IPv6 adoption has
continued steadily but at a slower pace than early projections
suggested. While IPv6 is now widely deployed, with nearly
half of global users being IPv6-capable and core networks
being predominantly dual-stack, IPv4 remains dominant in scale
and traffic share. These findings indicate that the IPv4-to-IPv6
transition has entered a steady but prolonged phase, shaped less
by technical readiness than by economic incentives, legacy inertia,
and uneven regional deployment.

Index Terms—IPv6 adoption, Measurements, Longitudinal
analysis

I. INTRODUCTION

Internet Protocol version 4 (IPv4) has underpinned the
Internet for over forty years. Its 32-bit addressing scheme
supports about 4.3 billion unique addresses, a number that
proved insufficient once global connectivity expanded across
mobile, IoT, and cloud systems. By 2011, the Internet As-
signed Numbers Authority (IANA) had allocated the final /8
address block, forcing the five Regional Internet Registries
(RIRs) to adopt scarcity policies [1], [2]. APNIC entered
final /8 allocation that same year [2]; ARIN, RIPE NCC, and
LACNIC ran out of available supply in 2015, 2019 [3], and
2020 [4], respectively, while AFRINIC remains under restric-
tive exhaustion policies [5]. The resulting address shortage
underscored the need for a long-term successor to IPv4.

Internet Protocol version 6 (IPv6), standardized as RFC
8200 [6], was designed to overcome IPv4 exhaustion and
to support a more scalable, extensible, and secure Internet
architecture. Its 128-bit address space provides 3.4 x 103® (340
undecillion) unique identifiers; enough to assign 8,000 IPv4-
sized networks to every star in the observable universe [7].
Beyond addressing, IPv6 modernizes the protocol stack with
simplified headers, integrated support for Internet Protocol
Security, and stateless auto-configuration. Despite these advan-
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tages, global deployment has been gradual and uneven. Opera-
tional inertia, legacy dependencies, and asymmetric incentives
among operators and content providers continue to slow the
transition [8]-[10]. This persistent lag raises a fundamental
question: how far has the Internet actually progressed toward
widespread IPv6 deployment?

Motivation: The most comprehensive longitudinal study of
IPv6 adoption to date, conducted by Czyz et al. [11], was pub-
lished over a decade ago (2014). Their work proposed a taxon-
omy spanning six functional areas of IPv6 adoption: address-
ing, naming, routing, reachability, usage, and performance.
At the time, IPv6 growth appeared rapid, and the authors
projected that IPv6 could approach parity with IPv4 within the
next decade. Although several of the original data sources are
no longer publicly available or directly reproducible, we argue
that this taxonomy remains a useful framework for reassessing
IPv6 deployment today. The decade-long gap further allows
us to revisit these earlier projections and contrast them with
present-day observations, providing a rare opportunity to study
Internet-scale infrastructural evolution over time.

Contributions: This paper provides a ten-year follow-
up to Czyz et al. using their taxonomy as an organizing
framework. Rather than claiming a full replication of every
original metric, we re-examine those measurements for which
comparable public data remain available, and contextualize
the remaining dimensions with recent public datasets, prior
measurement studies, and careful longitudinal comparisons.
Our contributions are threefold:

o We revisit the IPv6 adoption taxonomy of Czyz et al. and
provide an updated 2025 view across all six functional
areas (Table I), clearly distinguishing directly replicated
metrics from metrics contextualized using secondary
sources or recent prior studies.

o We re-examine and extend selected metrics using public
data from the five RIRs, Route Views, Tranco, Google,
Cloudflare Radar, and other openly accessible sources,
thereby providing new longitudinal evidence where direct
comparison is possible.

e We compare the observed 2025 picture with the ex-
pectations implied by the 2014 study, highlighting both
where IPv6 has matured substantially and where growth
has remained slower and/or more uneven than early
projections suggested.

Key findings: Across all six dimensions, IPv6 adoption
has advanced substantially over the past decade, but more



TABLE I
OVERVIEW OF THE IPV6 ADOPTION METRICS USED IN THIS STUDY, BASED
ON THE TAXONOMY OF CZYZ ET AL. [11]. EACH FUNCTIONAL AREA
(ADDRESSING, NAMING, ROUTING, REACHABILITY, USAGE, AND
PERFORMANCE) IS REPRESENTED BY ONE OR MORE METRICS (A1-P1).

Prerequisite IP Functions
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slowly and unevenly than early projections suggested. While
now widely deployed, reaching nearly half of global users
and forming a standard part of Internet infrastructure, IPv6
remains secondary to IPv4 in traffic and overall scale. Most
metrics show steady rather than exponential growth, tracking
the lower bounds of earlier forecasts. Overall, IPv6 is real
but not dominant, and the transition has entered a steady but
prolonged phase shaped as much by economic and operational
factors as by technical readiness.

QOutline: Section II details the methodology, data sources,
and the degree to which each metric could be replicated.
Section III presents updated results across all metric families,
and Section IV contrasts them with Czyz et al’s original
predictions. Section V reviews related work, and Section VI
concludes with key insights and future outlook.

II. METHOD

This paper follows the measurement taxonomy introduced
by Czyz et al. [11], which categorized IPv6 adoption into six
functional areas: address allocation, naming, routing, reacha-
bility, usage, and performance. Table I summarizes these areas
and the individual metrics (A1-P1) evaluated in both the 2014
baseline and this 2025 follow-up. Metrics are marked as (1)
replicated, (2) contextualized through other data/research, or
(3) no recent data/results, depending on the degree to which
the metric could be replicated or in other ways updated with
newer context.

o Addresses (A1-A2): Allocation of IPv4/IPv6 prefixes
and their advertisement in Border Gateway Protocol
(BGP). Both metrics are replicated using RIR delegated
files and Route Views snapshots.

o Naming (N1-N3): Deployment of IPv6 in authoritative
name servers, resolvers, and queries. N1 is replicated,
while N2 and N3 are contextualized using secondary
sources due to data unavailability.

« Routing (T1): Autonomous System (AS)-level topol-
ogy and connectivity. We provide context from recent
CAIDA-based studies rather than re-running large-scale
measurements.

+ Reachability (R1-R2): IPv6 readiness on the server and
client side. R1 is based on active Domain Name System
(DNS) and reachability tests of Tranco-ranked domains;
R2 evolve Czyz et al.’s analysis by using context from
Google’s public IPv6 adoption statistics.

o Usage (U1-U3): Traffic volume, application mix, and
transition technologies. U1 is advanced using Cloudflare
Radar and regional studies, U2 is not replicated, and U3
is provided new context from recent literature.

o Performance (P1): End-to-end latency measured by
Round-Trip Time (RTT). Post-2014 developments are
contextualized from published work.

For each possible metric, we identified datasets spanning
2014 to 2025. When original data sources remained public
(e.g., RIR delegated files or Route Views BGP snapshots), we
replicated Czyz et al.’s analyses directly. When proprietary
or discontinued datasets (e.g., Alexa, Arbor traffic traces)
were unavailable, we substituted analogous open datasets such
as Tranco domain rankings or Cloudflare Radar’s Year in
Review traffic reports. This approach, together with selected
data substitutions, preserves methodological continuity while
enabling longitudinal comparison.

Dataset Discussion: Tranco and Alexa differ structurally;
Alexa derived ranks from a browser-extension panel of fewer
than one million users, while Tranco aggregates five sources
(CrUX, Cloudflare Radar, Farsight, Majestic, Cisco Umbrella)
over a 30-day window using the Dowdall scoring rule. Tranco
includes more infrastructure and non-browser domains than
Alexa, which may bias our IPv6 reachability figure modestly
upward relative to a pure Alexa replication. We therefore treat
the overall trend as robust to this substitution, while noting
that the precise year-over-year delta may differ.

Arbor traffic traces and Cloudflare Radar’s Year in Review
traffic reports are similar in that they both provide analysis of
a large chunk of Internet traffic. Arbor traffic traces, according
to Czyz et al., characterized an estimated 33-50% of traffic at
the time, while Cloudflare claims to power 20% of the Internet
in 2026 [12]. W3Techs, an independent web technologies
statistics compiler, reports that Cloudflare has a market share
of around 23% of tracked websites [13]. While at the time,
Arbor may have observed a larger percentage of the Internet,
the Internet has grown by at least one order of magnitude since
then. Cloudflare is currently observing a larger proportion and
publishes its data report publicly. Czyz et al. may have had
more nuanced access to Arbor data, but to the extent that they
used it to characterize broad Internet traffic trends, Cloudflare
Radar provides a large-scale, public, though differently biased,
reference point. We also include a report from Khan et al.,
which studied Japan’s Internet traffic from 2016 to 2024 [14],
to provide additional longitudinal context, if regionally limited.

To ensure reproducibility and interpretability, we make all
data processing and visualization scripts public [15]. Absolute
values may diverge from the 2014 results due to differences
in dataset coverage, but relative growth rates and IPv6/IPv4
ratios remain directly comparable. Appendix A details dataset



provenance, preprocessing steps, and normalization procedures
used for each metric.

In addition to re-evaluating the six functional areas, we
present some patterns in regional IPv6 adoption. Finally, we
revisit Czyz et al.’s 2014 projection of IPv6 growth (based
on address allocation and traffic metrics) to assess how actual
adoption trajectories align with those forecasts. The compar-
ative analysis and implications are discussed in Section IV.

ITI. RESULTS
A. Addressing and Allocation

We begin with the early—stage deployment metrics: address
allocation (Al) and network advertisement (A2), which to-
gether capture how IPv6 prefixes are allocated and propagated
in the global routing system.

Address Allocation (A1): Figure 1 plots IPv4 and IPv6 pre-
fix allocations across all five RIRs over 22 years (2004-2025),
based on the daily delegated statistics from African Net-
work Information Centre (AFRINIC), Asia Pacific Network
Information Centre (APNIC), American Registry for Internet
Numbers (ARIN), Latin American and Caribbean Internet
Addresses Registry (LACNIC), and Réseaux IP Européens
Network Coordination Centre (RIPE NCC) [16]-[20]. These
files record every allocation and assignment, representing the
authoritative global view of address space delegation. As
Czyz et al. did not specify their prefix-counting method, our
absolute totals may differ slightly, but relative growth rates
and IPv6/IPv4 ratios remain consistent.

First, comparing the allocations before and after Czyz et
al.’s work, we observe a noticeable slowdown in the alloca-
tion growth of both types of addresses. For example, IPv4
allocations rose only 1.6x between 2014 and 2025 (compared
to a doubling from 2004-2014), while IPv6 allocations grew
3.9% in the same period, a sharp contrast to the 27X increase
observed before 2014. Second, we observe that monthly aver-
ages largely plateaued (e.g., IPv4 dropping from ~865/month
(2014) to ~452/month (2024), while IPv6 is relatively flat,
changing from ~308/month in 2014 to ~332/month in 2024)
with several of the temporary spikes/drops happening at simi-
lar times for both protocols; e.g., clear drop in 2020, especially
for IPv6, at the start of the COVID-19 pandemic.

Finally, we consider the allocation ratio between IPv6 and
IPv4 addresses over the same period. Despite month-to-month
volatility, the ratio trends upward throughout 2014-2025,
peaking at 1.13 in Feb. 2023 and averaging about 0.83 over
2023, suggesting that, in relative terms, IPv6 allocations are
on the verge of outpacing IPv4 even as absolute growth slows.

Network Advertisement (A2): To be globally reachable,
an Internet Protocol (IP) prefix must be advertised in BGP.
Figure 2 shows the number of IPv6 and IPv4 prefix advertise-
ments and their ratio based on 3,393 Route Views routing table
snapshots collected between 2014 and 2024 [21]. Here, each
unique prefix was counted as a reachable advertisement and
normalized by the number of active collectors per snapshot
to account for variations in observation coverage. Because
our analysis relies solely on Route Views, whereas Czyz et

al. combined Route Views with RIPE Routing Information
Service (RIS), the absolute counts are somewhat lower, while
the IPv6/IPv4 ratios remain directly comparable. Despite these
methodological differences, the trend is unambiguous: the
IPv6/IPv4 advertisement ratio has increased roughly 40%
since 2014, with an evident acceleration after 2018, demon-
strating continued expansion of IPv6 visibility in the global
routing system.

Summary: Figures 1 and 2 together show a mixed but
maturing picture: the rate of new allocations has slowed
significantly compared to the early 2000s, yet the relative
footprint of IPv6, in both allocations and advertisements, con-
tinues to rise. Because IPv6 allocations typically cover vastly
larger address blocks than IPv4, the advertisement ratio likely
provides a more realistic indicator of operational deployment.
Dataset sources, processing scripts, and normalization details
are in Appendix A.

B. Naming

DNS support is critical for IPv6 deployment, as domains
must publish AAAA records and resolvers must be able to
query and serve them; otherwise, [Pv6-only clients cannot
connect. Following Czyz et al’s taxonomy, we focus on
authoritative nameservers (N1), resolver behavior (N2), and
query patterns (N3).

Authoritative Nameservers (N1): We replicated Czyz et
al’s measurement of IPv6 deployment in authoritative name-
servers using Hurricane Electric’s Global IPv6 Deployment
Progress Report, archived via the Internet Archive’s Wayback
Machine [22], [23]. A representative set of quarterly snapshots
(Q1 2009 to QI 2025) was sampled, each listing IPv4 and
IPv6 glue records for the . com and . net Top-Level Domains
(TLDs), from which the trends in Figure 3 were derived.
Although dataset gaps exist and the coverage is limited to two
TLDs, these zones represent the largest global and technically
oriented namespaces, respectively.

The results show that while IPv4 glue records remain
dominant, IPv6 has steadily gained ground. The IPv6/IPv4
ratio increased by an order of magnitude over the past decade,
reaching ~0.08 for .net and continuing to rise in .com.
Given the prominence of .com and the technical focus of
.net, this trend suggests growing IPv6 awareness among
large-scale content and infrastructure providers.

Resolvers (N2): Czyz et al. analyzed proprietary Verisign
datasets, finding that roughly one third of IPv4 resolvers and
three quarters of IPv6 resolvers requested AAAA records, ris-
ing to nearly 90% among the most active resolvers. Although
we could not replicate this analysis, their findings indicate that
[Pv6-capable resolution has been broadly supported for over
a decade.

Queries (N3): Czyz et al. also reported a moderate to
strong correlation between domains queried over IPv4 and
IPv6, suggesting similar user interests across protocols. While
we could not reproduce this analysis, Streibelt et al. [24] later
found that 55.1% of all DNS zones were IPv6 resolvable by
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2022, with a notable jump in 2017 when major DNS operators
enabled AAAA glue records.

Summary: DNS data show IPv6 gains in authoritative
servers (N1) and broad IPv6 support and growing parity in
resolver and query behavior (N2-N3), though limited data
availability restricts direct replication of the latter.

C. Routing and Topology

AS-level topology provides another perspective on IPv6
deployment, reflecting how prefixes are interconnected and
how central different networks are in the global routing system.
Our discussion builds on BGP table data collected by the
Route Views and RIPE RIS projects, which together provide
the most complete longitudinal view of inter-AS connectivity.
While these datasets are known to exhibit geographic bias
(uneven collector distribution, e.g., limited coverage in Africa)
and collection-source bias (volunteer collectors are often large
tier 1 Internet service providers (ISPs), underrepresenting

smaller peer-to-peer links), they remain the most comprehen-
sive basis for studying long-term routing trends.

Topology (T1): Czyz et al. analyzed BGP tables between
2004 and 2014, quantifying AS support (presence of IPv6
paths) and AS connectivity degree (number of observed inter-
AS links). They reported rapid IPv6 expansion during this
period: IPv6 paths increased 110-fold and the support ratio
reached 0.19 of IPv4. Dual-stack ASes occupied more cen-
tral positions than IPv4- or IPv6-only ASes, although IPv6
connectivity still often relied on IPv4 tunnels.

More recent work by Nie et al. [25], using CAIDA’s AS-
level graphs (derived from Route Views), shows that while
IPv4 remains larger in absolute node and link counts, IPv6
exhibits higher average connectivity (about 1.3x that of IPv4)
and a stronger rich-club phenomenon, with well-connected
ASes preferentially interconnecting over IPv6. Most core ASes
are now dual-stack. Our interpretation of their figures suggests
that IPv6 growth has largely stabilized, tracking IPv4’s trajec-
tory rather than closing the gap in absolute scale.

Summary: IPv6 topology has matured, with strong connec-
tivity among core dual-stack ASes, but it remains smaller in
scale and unlikely to surpass IPv4 without a trend-disrupting
event.

D. End-to-End Reachability

End-to-end readiness captures whether IPv6 can be used in
practice, from both the server and client perspective.

Server-Side Readiness (R1): To evaluate web reachability,
we probed the top 10,000 domains from the Tranco list (Apr.
12, 2025) [26] for AAAA records and tested their connectivity
from an Eduroam-connected vantage point. Although this
single-snapshot approach does not capture geographic or tem-
poral variation, it provides a consistent snapshot comparable
to Czyz et al. We find that about 25% of the top domains were
reachable via IPv6 in 2025, compared to only 3.5% in 2014,
an average annual increase of ~20%. This increase likely
reflects the combined impact of early deployment catalysts
such as World IPv6 Day [27], and continued growth in IPv6
service availability, although recent work cautions that IPv6
reachability alone is an incomplete proxy for deployment
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maturity, as IPv6-enabled websites may still rely on IPv4-only
dependencies or exhibit only partial IPv6 support [28].

Because the server-side readiness evaluation is based on one
snapshot in April 2025, this result is compared against Hurri-
cane Electric’s IPv6 progress report [22] to contextualize the
evaluation. Hurricane Electric reports that 279,090 of the top
one million Alexa domains (27.9%) have a direct IPv6 AAAA
record as of May 2026. Because AAAA record presence is
necessary but not sufficient for IPv6 reachability, this figure
provides a useful reference point for interpreting our reach-
ability result, though the Alexa top-one-million population is
not directly comparable to the Tranco top-10,000 domains. Our
measurement of 25% reachability is close to this independently
reported AAAA-deployment figure, suggesting that our single-
vantage result is broadly consistent with external deployment
measurements.

Client-Side Readiness (R2): On the client side, Google’s
public adoption statistics [29], which sample millions of daily
connections, show that the share of users capable of connecting
over IPv6 grew from ~2.5% in early 2014 to ~45% in 2025
(Figure 4). While the dataset reflects Google’s user base, which
is biased toward regions with high Android and Google service
penetration, it remains one of the most comprehensive and
consistently collected indicators of end-user IPv6 capability.
The growth remains steady, suggesting that IPv6 capability is
increasingly present across the service chain.

Summary: IPv6 has matured into a mainstream part of the
Internet: website support has grown by an order of magnitude,
and nearly half of global users are now IPv6-capable.

E. IPv6 Usage Profile and Traffic

We next examine how IPv6 is used in practice, focusing
on traffic volumes (U1), application mix (U2), and transition
technologies (U3).

Traffic Volume (Ul): Czyz et al. analyzed traffic data
from Arbor Networks (2010-2013), which they estimated
covered 33-55% of global Internet traffic, and reported that
IPv6 represented less than 1% at the time. Comparable open
datasets are scarce, so we rely on more recent public reports.
Khan et al. [14] observed IPv6/IPv4 ratio in Japan rising from
0.1 in 2016 to 0.15 in 2024, while Cloudflare Radar’s global
data [30]-[33] shows an IPv6/IPv4 traffic ratio of roughly
0.41 by the end of 2025 (Figure 5). These datasets differ
in geographic coverage and provider bias (e.g., Cloudflare’s
figures reflect its CDN vantage), but both indicate steady
long-term growth. Adoption remains highly uneven: India,
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Fig. 5. IPv6 to IPv4 traffic ratio according to Czyz et al. (Globally), Khan et
al. (Japan) [14], and Cloudflare Radar Year in Review (Globally) [30]-[33].

Malaysia, and Saudi Arabia exceed 50% IPv6 traffic, while
many countries, such as Equatorial Guinea, Cameroon, and
Turkmenistan, remain below 1%. Together, these results high-
light both IPv6’s global momentum and its regional disparities.

Application Mix (U2): Czyz et al. compared IPv6 and
IPv4 traffic composition and found them already similar
by 2013. While no recent public datasets allow an exact
replication, available observations such as Cloudflare’s global
traffic trends [32] are consistent with the notion that IPv6’s
application mix remains broadly aligned with IPv4.

Transition Technologies (U3): IPv6 was designed without
backward compatibility, so coexistence with IPv4 relies on
three mechanism families: (1) dual-stack, running both pro-
tocols concurrently; (2) funneling, encapsulating one protocol
in the other (e.g. 6to4, 6in4); and (3) translation, converting
packets (e.g., NAT64/DNS64). While tunneling and translation
were important in early adoption phases, today most IPv6
traffic is native, either IPv6-only or dual-stack [29], [34].
The dual-stack model remains the dominant practical bridge,
allowing gradual migration while preserving compatibility.

Summary: IPv6 traffic has grown from negligible to a
significant minority share, though with substantial regional
variation. The traffic mix mirrors IPv4, and the dual-stack
model has enabled IPv6 to become the default mode of
operation for a large fraction of the Internet.

F. Performance

Performance is often cited as both a motivation and a
barrier for IPv6 deployment. Although definitions vary, RTT
is commonly used as a practical proxy.

Network RTT (P1): Czyz et al. used traceroute-based RTT
data from the CAIDA Archipelago (Ark) measurement infras-
tructure [35], which provides global active probes of IPv4 and
IPv6 paths. Between 2009 and 2014, they observed IPv6 RTTs
improving from roughly 60% of IPv4 performance to near
parity (0.9-0.95), suggesting that IPv6 could match IPv4 in
practice. While the Ark dataset offers valuable longitudinal
coverage, its geographic distribution is limited to the vantage
points available at the time of measurement.

More recent studies broadly confirm and partially extend
this convergence finding. Measurements and simulations show
IPv6 (and dual-stack) networks achieving similar or up to 30%
lower latency, similar or up to 40% improved throughput,
and similar or up to 20% lower packet loss compared to
IPv4 (e.g., [36]-[39]). These improvements are commonly
attributed to factors such as reduced reliance on middleboxes,
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simplified protocol processing, and differences in deployment
environments, although the exact contribution of each remains
difficult to isolate. Overall, IPv6 is no longer a performance
disadvantage and in many contexts matches or outperforms
IPv4.

Summary: IPv6 performance has improved substantially
since 2010, closing the gap with IPv4 and, in some scenar-
ios, surpassing it. The remaining challenge is not technical
capability but uneven deployment.

G. Regional Differences

While not the primary goal of this study, we observe
some geographical patterns in [Pv6 adoption. Using Cloudflare
Radar Year in Review (2025) [33] per-country IPv6 traffic as a
proxy for IPv6 adoption, we make the following observations:
(1) Countries with low IPv4 addresses per capita tend to have
higher IPv6 adoption, likely due to the demand for larger
IP deployments, such as mobile infrastructure. For example,
India, with IPv4 addresses per capita of 0.03 [40]-[42], has
67% IPv6 adoption (2025). (2) Countries with a high early
share of the population using the Internet over IPv4 tend to
have lower IPv6 adoption, possibly because of large existing
investments in IPv4 infrastructure, where the restructuring
to IPv6 would be costlier than continuing to use mitigation
technologies. For example, the Netherlands, where more than
90% of the population used the Internet by 2010 [43], has
16% 1Pv6 adoption (2025). (3) Countries with a higher level
of technological development tend to transition toward IPv6,
potentially because rising technological demands are pushing
the boundaries of IPv4. For example, France, which ranks
highly in several technological development indexes [44], [45],
has 50% IPv6 adoption (2025). (4) Countries with more recent
economic growth and a governmental commitment to IPv6
adoption tend to adopt IPv6 successfully. In situations where
countries have not invested heavily in IPv4 and governments
have initiatives supporting IPv6, IPv6 adoption tends to be
higher. For example, Saudi Arabia, where GDP per capita
increased by a factor of 1.75 [45] (2010-2024) and where a
dedicated IPv6 Taskforce was established in 2010, has 46%
IPv6 adoption (2025). This study does not claim to know the
strength, interplay, or soundness of these patterns; rather, it
notes that they are observable and encourages further study
into what increases the rate of IPv6 adoption.

We further split A1 by RIR to compare regional allocation
trends (Figure 6). All five RIRs show long-term increases in

the IPv6/IPv4 allocation ratio, although most have recently
stagnated. LACNIC is the clearest exception, with steady
growth following its 2020 IPv4 exhaustion [4] and a ratio
above 10 in 2025. APNIC also shows a dip and rebound
around 2014, coinciding with regional IPv6 development ef-
forts reported by APNIC [46]. Overall, the RIR trends are
broadly similar, but regional initiatives and exhaustion events
can noticeably shift adoption trajectories.

Summary: IPv6 adoption varies widely: local circum-
stances and key events can shift regional adoption rates, yet
broad patterns remain visible.

H. Limitations and Reflections

While this study extends some of the metrics of Czyz et
al’s [11] framework through 2025, several constraints affect
the scope and comparability of our findings.

Data availability and reproducibility: Many of the
datasets used in the 2014 study, such as Verisign’s DNS traces
and Arbor Networks’ traffic measurements, remain proprietary
or have been discontinued, preventing exact replication of
several metrics (N2, N3, U2, P1). Where possible, we sub-
stituted open or analogous data sources (e.g., RIR delegated
files, Route Views, Cloudflare Radar) and referenced recent
measurement studies to preserve methodological continuity.
All scripts and processed datasets used for this work are avail-
able in the accompanying project repository [15] to support
reproducibility.

Temporal and geographic coverage: Some measurements,
such as address advertisement (A2) and server-side reacha-
bility (R1), rely on a narrower or single snapshot in time.
Our analysis used only Route Views rather than the combined
Route Views and RIPE RIS vantage set employed by Czyz et
al., and R1 was measured once in April 2025 from a single
Eduroam vantage point. For R1 in particular, IPv6 reachability
can vary due to content delivery network anycast deployments,
DNS-based geo-routing, and regional peering arrangements;
the reported reachability figure should be read as the view from
one academic network rather than a globally representative
measurement. The single-day snapshot is also susceptible to
transient conditions such as temporary misconfigurations or
short-lived outages. These factors reduce representativeness,
particularly in under-sampled regions, but they do not affect
the consistency of observed trends. Cross-validation across
geographically diverse exit nodes (e.g., using RIPE Atlas
probes) and measurements spanning longer time windows
would strengthen this result and are natural directions for
future work.

Methodological scope: Specific metrics, most notably
topology (T1) and performance (P1), draw on existing studies
rather than new data collection. This choice ensured continuity
with prior work but limited our ability to perform fine-grained
or real-time analyses.

Interpretive reflections: Beyond these technical bound-
aries, our experience reflects a broader challenge in Inter-
net measurement: despite IPv6’s maturity, longitudinal and
openly accessible datasets remain fragmented and unevenly
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Fig. 7. Czyz et al.’s future prediction from 2014, extended to 2026. The new Al is a recreation and does not match their data in magnitude, only pattern.
The new Uls are a continuation of their data and therefore match magnitude and pattern.

maintained. The persistence of closed or transient data sources
continues to constrain reproducibility and long-term trend
analysis. Future measurement efforts would benefit from co-
ordinated, sustained data collection among RIRs, Internet
exchange points, and public measurement platforms to ensure
continuity of IPv6 visibility.

Summary: This study delivers a consistent, longitudinal
update across all metric families, extending the IPv6 adoption
landscape by more than a decade beyond Czyz et al. While
data availability inevitably varies across metrics, the collective
evidence reveals clear and coherent trends in IPv6 deployment
and operational maturity. The following section revisits Czyz
et al.’s projections in light of these findings and discusses what
the observed trajectories imply for the future of IPv6 adoption.

IV. PREDICTION ANALYSIS AND DISCUSSION

Czyz et al. [11] ended their 2014 study with projections
based on exponential and polynomial fits, suggesting that by
2019 the ratio of IPv6 to IPv4 prefixes would lie between
0.25 and 5, and IPv6 traffic between 0.03 and 5. As shown
in Figure 7, the reality of 2025 has tracked the lower bound
of these predictions. For example, IPv6 allocations (62,317)
relative to IPv4 (241,830) yield a ratio of 0.26, and IPv6 traffic
globally (2025) represents 29%, with wide variation across
countries (from near 0 to 67%).

This outcome reflects both steady growth and tempered
expectations. IPv6 has expanded across allocations, advertise-
ments, DNS, reachability, and traffic, but not at the exponential
pace once envisioned. Several factors contribute: (i) IPv4
scarcity has been effectively mitigated by Network Address
Translation (NAT) and address transfer markets; (ii) operators
face real costs and operational inertia in enabling IPv6; (iii)
adoption is highly uneven across regions and providers; and
(iv) dual-stack, while successful as a transition model, also
prolongs IPv4’s lifetime.

The result is a protocol that is increasingly present and
supported, but not yet dominant. IPv6 adoption is steady, but
the disruptive leap once predicted has not materialized.

V. RELATED WORK

A range of studies have examined IPv6 adoption from com-
plementary perspectives. Czyz et al. [11] provided the most
comprehensive early taxonomy, integrating metrics across
addressing, naming, routing, reachability, and performance.
Subsequent work has refined individual dimensions: Streibelt
et al. [24] analyzed DNS resolver behavior and glue record
evolution, Nie et al. [25] characterized AS-level IPv6 topol-
ogy, and Google’s and Cloudflare’s public datasets [29], [32]
now offer global views of client and traffic trends. Several
regional analyses (e.g., Khan et al. [14]) provide additional
perspective but lack long-term comparability. Our study differs
by revisiting the full Czyz et al. metric set over a ten-
year horizon, enabling a longitudinal synthesis across these
disparate sources.

VI. CONCLUSION AND FUTURE OUTLOOK

Revisiting IPv6 adoption through 2025, we find that IPv6
is real but not dominant. Allocations and advertisements
continue to grow, DNS support is widespread, about one
quarter of major websites and nearly half of users are IPv6-
capable, and IPv6 now accounts for roughly 30% of traffic.
Performance matches or exceeds IPv4 in many scenarios. Yet
growth has slowed relative to the early 2000s, and adoption
remains uneven.

Two dynamics stand out. First, consumers are transitioning
naturally as new devices are overwhelmingly IPv6-enabled,
but edge ISPs and some content providers lag behind, often
due to costs and lack of immediate incentives. Second, dual-
stack operation has had mixed effects: it enables incremental
IPv6 adoption, but it also allows IPv4 to persist comfortably.

Looking ahead, several open questions remain. Is IPv4
exhaustion less urgent than once feared, given mitigation
strategies? Will incentives emerge that push edge ISPs toward
IPv6-only? How will transition technologies evolve under
dual-stack dominance? And will IPv6 ever surpass IPv4 in
scale, or only when IPv4 becomes unsustainable? Answering
these questions requires continued measurement and broader
datasets, but current evidence suggests that IPv6 deployment
will remain steady and incremental rather than disruptive.
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APPENDIX

A. Address Allocation and Advertisement Data

The allocation analysis (Al) in Section III-A uses the
publicly available delegated statistics files published daily
by the five RIRs: AFRINIC, APNIC, ARIN, LACNIC, and
RIPE NCC [16]-[20]. These files record all allocations and
assignments of IPv4 and IPv6 address space and form the
authoritative source for global delegation data. Records were
parsed and aggregated monthly by protocol version. While



Czyz et al. did not fully specify how prefixes were counted,
relative growth trends and IPv6/IPv4 ratios remain directly
comparable. Minor discontinuities caused by historical file-
format changes or rare address transfers do not materially
affect results.

For the advertisement analysis (A2), we processed 3,393
routing table snapshots (2014-2024) from the Route Views
project [21], counting each unique prefix as a reachable
BGP announcement and normalizing by the number of active
collectors per snapshot. Unlike Czyz et al., who combined
Route Views and RIPE RIS data, our analysis relies solely on
Route Views, resulting in slightly lower absolute counts but
consistent ratios over time.

All parsing and normalization scripts, together with the
processed datasets used to generate Figures 1 and 2, are
available in the project repository [15].

B. DNS Metrics Data and Methodology

Section III-B summarizes DNS-related metrics such as
nameservers (N1), resolver behavior (N2), and query patterns
(N3). For the authoritative nameserver metric (N1), we ex-
tracted IPv4 and IPv6 glue record counts for the .com and
.net TLDs from archived versions of Hurricane Electric’s
Global IPv6 Deployment Progress Report (2009-2025) [22],
[23]. Snapshots were spaced roughly quarterly, producing the
time series shown in Figure 3. Parsing scripts are included in
our project repository [15].

Metrics N2 (resolvers) and N3 (queries) cannot be re-
produced directly because the proprietary Verisign datasets
used by Czyz et al. are unavailable. We therefore summa-
rize their key findings—strong AAAA-query support among
resolvers and correlated IPv4/IPv6 query patterns—and ref-
erence follow-up work by Streibelt et al. [24], who reported
that 55.1% of zones were IPv6-resolvable as of 2022. Together,
these studies indicate substantial progress in IPv6 DNS support
despite data access limitations.

C. Routing and Topology Data and Methodology

Our discussion in Section III-C builds on prior AS-level
topology studies using publicly available BGP table archives
from Route Views and RIPE RIS. These sources are known
to exhibit geographic and collector bias, coverage is denser
in North America and Europe, and collectors are typically
large tier 1 ISPs, but they remain the only consistent long-
term vantage points for Internet-wide routing analysis.

Czyz et al. derived two key indicators from these data: (1)
AS support, measured by the presence of IPv6 paths, and (2)
AS connectivity degree, representing the number of distinct
inter-AS links. Their analysis (2004-2014) revealed rapid IPv6
expansion but still strong reliance on IPv4 tunnels. More recent
work by Nie et al. [25], based on CAIDA’s AS-graphs derived
from Route Views, found higher average connectivity in IPv6
and a more pronounced rich-club effect among core dual-stack
ASes.

We did not re-run these measurements, but all referenced
datasets (Route Views, RIPE RIS, CAIDA AS-graphs) remain
publicly available for replication.

D. Reachability Metrics Data and Methodology

Section III-D summarizes measurements of IPv6 reachabil-
ity for both servers (R1) and clients (R2). For R1, the top
10,000 Tranco domains (Apr 12, 2025 snapshot) were probed
for AAAA records and reachability from a single Eduroam-
vantage point. (While Czyz et al. used Alexa’s ranking, we
relied on the Tranco list [26], as Alexa was discontinued
in 2022; prior work shows that top-site lists are broadly
correlated but differ in structure and stability [47].) For R2,
Google’s publicly available IPv6 adoption statistics [29] were
averaged monthly (2008-2025) to be consistent with Czyz et
al.’s methodology. Scripts for reproducing the R1 probe and
averaging R2 are available in our project repository [15].

E. Usage and Traffic Data

Section III-E synthesizes publicly available traffic studies
spanning 2010-2024. Czyz et al. used Arbor Networks data
(covering roughly 33-55% of global traffic), while later works
such as Khan et al. [14] and Cloudflare Radar’s reports [30]—
[32] provide updated global perspectives. Due to limited open
datasets, application-mix analysis (U2) was not replicated.
Transition-mechanism trends are inferred from Google’s adop-
tion data [29] and other secondary sources.

F. Performance Data and Methodology

Section III-F summarizes results based on the CAIDA
Archipelago (Ark) dataset [35] originally used by Czyz et al.
Subsequent simulation and measurement studies (e.g., [36]-
[39]) extend these findings. Because Ark’s vantage coverage
is geographically uneven and other datasets differ in scope, the
reported performance ratios should be interpreted as indicative
rather than globally precise.

G. Ethical Considerations

This study combines publicly available datasets with limited
active measurements. The datasets include RIR delegated
statistics, Route Views BGP snapshots, Cloudflare Radar re-
ports, and other published sources, none of which contain
personally identifiable or sensitive user data. No human sub-
jects were involved. The limited DNS and reachability tests
(Section III-D) targeted only publicly accessible domains using
standard query mechanisms and collected no user-specific
information. All measurements were performed from an aca-
demic network vantage point in compliance with institutional
and network policies.

The work therefore poses minimal ethical risk and did
not require Institutional Review Board (IRB) approval. It
adheres to the principles of the Menlo Report and the ethical
guidelines of Allman and Paxson (IMC 2007). All processing
steps ensured data integrity and confidentiality, and all scripts
and aggregates are available in our public repository [15] for
transparency and reproducibility.



