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Abstract—The expansion of the Domain Name System (DNS)
namespace through the 2012 round of generic Top-Level Domains
(gTLDs) added over a thousand new strings. Prior studies have
largely focused on post-delegation registration counts or short-
term adoption trends, lacking the longitudinal and behavioral
insights necessary to evaluate real-world usage and inform
the upcoming gTLD round. This paper presents a large-scale,
measurement-driven analysis of gTLD evolution that combines
ICANN application and registry reports, global DNS resolution
popularity indices, and longitudinal DNS root telemetry (NX-
DOMAIN queries). We introduce Active Ratio, a usage-centric
metric that correlates second-level domain registrations with
empirical popularity signals to distinguish gTLDs with active
public-facing deployment from those dominated by dormant
or speculative registrations. We further define a Momentum-
based behavioral profiling framework over 13 annual public Day-
In-The-Life (DITL) captures from b.root-servers.net spanning
2013-2025, extracting temporal features to compare undelegated
strings against historically delegated gTLDs. Empirically, our
framework generalizes across delegation cohorts and surfaces
approximately 28,000 undelegated candidate strings observed in
root NXDOMAIN traffic whose query profiles resemble those
of previously successful delegations. Together, these methods
provide quantitative signals for policy prioritization, operational
tools for pre-delegation anomaly detection, and actionable in-
sights for stakeholders preparing for the 2026 gTLD round.

I. INTRODUCTION

ICANN’s 2012 expansion of the generic Top-Level Domain
(gTLD) namespace added more than 1,200 new TLD strings
[1], [2] to the DNS root zone [3], encompassing brands,
communities, and specialized identifiers. Despite the scale of
this expansion, the behavioral signals that precede successful
delegation remain largely unmeasured, leaving stakeholders
without empirical tools to characterize how undelegated strings
behave prior to delegation. A new round of gTLD applications
is expected in 2026 [4]. Passive DNS measurements show
that many undelegated strings receive measurable query traffic,
driven by a mix of namespace leakage, misconfiguration, auto-
mated probing, and potentially intentional use [5]. If carefully
interpreted, these behavioral signals may help characterize pre-
delegation query activity and identify anomalous or potentially
malicious interactions with undelegated namespaces.

Understanding pre-delegation query activity is critical for
registry operators (entities responsible for maintaining a TLD
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and its associated domain registration infrastructure) seeking
early visibility into emerging namespace usage patterns, and
for DNS security practitioners monitoring undelegated-string
queries as indicators of typosquatting, phishing, or automated
probing [6], [7]. Yet prior work has focused predominantly on
post-delegation registration analysis or short-term DNS activ-
ity [8], [9], leaving pre-delegation “non-existent TLD” query
behavior largely unmeasured. Recent reports have highlighted
the diagnostic value of NXDOMAIN responses as signals of
interest in emerging namespaces [10], [11]. However, prior
work on gTLDs either focuses on post-delegation behavior
(registration volumes, abuse, content) or relies on short obser-
vation windows and focuses primarily on misconfiguration or
client behavior. We instead ask: Can longitudinal passive DNS
telemetry uncover meaningful signals of market or adversarial
interest in gTLDs prior to their delegation?

We answer this affirmatively, introducing a methodology
for characterizing pre-delegation momentum using time-
series features extracted from 13 annual Day-In-The-Life
(DITL) [12] traffic captures spanning 2013-2025. These mo-
mentum features capture how query interest in undelegated
strings grows, accelerates, or decays over time, enabling us to
identify candidate strings whose behavioral profiles resemble
previously successful delegations, thereby serving both as
an exploratory characterization framework and an anomaly
detection framework.

We augment DNS telemetry with publicly available records
from the 2012 ICANN gTLD round [2], including proposed
strings, applicant metadata, and evaluation outcomes. This
allows us to correlate pre-delegation query activity with known
real-world proposals, compare momentum signals against his-
torical delegation outcomes, and assess which NXDOMAIN
trends preceded eventual delegation. With the next round of
gTLD applications anticipated in 2026 and ICANN currently
in the Applicant Support Program (ASP) stage [4], our frame-
work offers timely, data-driven visibility into pre-delegation
query patterns, which could inform registry strategy, DNS
monitoring, and early detection of speculative or adversarial
activity [13], [6]. The following are our contributions:

o« We develop Active Ratio, a usage-centric metric that

leverages post-delegation DNS visibility as a complemen-
tary signal to contextualize pre-delegation indicators such



as registration volume, distinguishing operationally active
from underutilized gTLDs.

o« We define Momentum Features that capture temporal
trends in query volume and source diversity for un-
delegated gTLDs, characterizing sustained and broadly
distributed query activity from transient spikes. We show
that these signals separate gTLDs later delegated from
those remaining unused.

o We introduce a Behavioral Profiling Framework lever-
aging momentum features and Mahalanobis distance to
identify candidates whose query patterns resemble histor-
ically successful! TLDs, surfacing approximately 28,000
strings from a pool of more than 146,500 candidates.

o We retrospectively compare our framework against his-
torical ICANN delegation outcomes, showing that gTLDs
exhibiting stronger pre-delegation momentum and
lower Mahalanobis distance tend to align more closely
with historical delegation patterns.

II. RELATED WORK

gTLD Registration Behavior and Adoption. A large-
scale analysis [14] of registration behavior under the 2012
¢TLD program using DNS, WHOIS, and web content data,
found that only 15% of domains showed signs of primary use
while the majority served defensive or speculative purposes.
A focused study on . xxx [15] similarly found that only 3.8%
of domains hosted meaningful content, with the remainder
serving brand protection. Our work builds on these findings
by extending the analysis longitudinally across hundreds of
TLDs using passive DNS telemetry, measuring realized usage
through Active Ratio rather than inferred intent.

Abuse and Domain Lifecycles. Korczynski et al. [16]
showed that abuse shifted toward newer gTLDs due to lax
registration policies, while Affinito et al. [17] identified high-
churn registrations in gTLDs such as .xyz that correlate
with malicious activity. Both studies focus on post-delegation
behavior. Our work shifts the lens to the pre-delegation phase,
proposing a framework that identifies viable and anomalous
candidate strings before they appear in the root zone.

Root DNS Traffic Analysis. Prior work has leveraged
DITL data from multiple root servers to categorize unwanted
traffic [18], [19], [20], finding that a substantial fraction of
root queries violate DNS specifications. Longitudinal root
DNS studies [21], [22] have further analyzed the evolution
of DNS security and sources of unwanted traffic. Our work
similarly leverages DITL data from b.root-servers.net, but
focuses specifically on NXDOMAIN queries to undelegated
strings as behavioral signals of pre-delegation query activity
— an angle not explored in prior root traffic studies.

To our knowledge, no prior study combines ICANN appli-
cation outcomes, registry reports, popularity lists, and decade-
long root NXDOMAIN telemetry to quantify pre-delegation
query activity in gTLD strings and relates it to realized

Iwhere “successful” refers to completing the ICANN delegation process
and entering the DNS root zone.
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Figure 1. Logarithmic-scale heatmap illustrating the per-country distribution
of gTLD allocations. The visualization reveals a heavily skewed topology
where a small subset of jurisdictions dominate the namespace.

delegation decisions. Our work fills this gap by providing
a measurement-driven framework for assessing pre-delegation
momentum in candidate gTLDs.

III. CHARACTERIZING THE 2012 GTLD ROUND

ICANN’s 2012 ¢TLD round marked the first large-scale
expansion of the DNS namespace [2], building on the limited
and less-documented 2000-2003 pilot round [23], [24]. Of the
1,930 applications submitted, 92.4% passed Initial Evaluation
and 64.3% were ultimately delegated, while voluntary with-
drawals accounted for a substantial 33.5% of all submissions
[1]. At the applicant level, strategic behavior was evident: 17%
pursued multiple strings, and more than 70% of unique appli-
cants succeeded in securing at least one delegation, indicating
concentrated success among a subset of participants.

Figure 1 reveals a heavily skewed geographic distribution of
delegated gTLDs: the United States alone accounts for more
than 600 delegations - over 50% of the entire namespace,
while more than 100 countries hold zero or one delegated
TLD [2], [25]. This asymmetry suggests a namespace globally
addressable but governed by a narrow institutional cohort,
raising questions about equity and resilience in future dele-
gation rounds, as discussed in Section VIII. Beyond broader
regional economic disparities, the high fixed costs associated
with applying for and operating a gTLD likely also acted as
a direct barrier to entry. ICANN’s 2012 application fee alone
was USD 185,000 [1], excluding legal, technical, compliance,
and ongoing registry operation costs, favoring well-capitalized
organizations concentrated in wealthier regions.

The density of gTLD allocations does not correlate strongly
with either the Internet user population or the maturity of
regional Internet infrastructure. We use Regional Internet Reg-
istry (RIR) boundaries as geographic proxies, as they provide
the most granular publicly available breakdown of Internet
resource allocation by region [26]. For example, Africa and
Latin America together account for more than 20% of global
users [27], but received less than 2% of gTLD delegations [28],
[29]. Similarly, large economies in the APNIC region, such
as India and Indonesia, have minimal delegation footprints
relative to their GDP or domestic domain usage. This geo-
graphic decoupling suggests the 2012 expansion was driven



by application-layer business incentives, brand protection,
speculative acquisition, and closed-generic strategies [7], [30],
[31], [32], rather than usage or representational considerations,
a pattern with direct implications for the 2026 round.

Two structural features of the 2012 round shaped post-
delegation behavior. First, ICANN’s Trademark Clearinghouse
(TMCH) [33] provided brand owners priority access during
TLD launches, reducing cybersquatting risk but also incen-
tivizing defensive registrations with no operational intent. Sec-
ond, applications for closed generic strings such as common
nouns operated exclusively by a single entity (e.g., .book,
.music), were suspended due to anti-competitive concerns [34],
[35], [36], and a de facto moratorium persists into the 2026
round. Both phenomena contribute directly to the registration-
activity gap we quantify via Active Ratio in Section V.

IV. DATA COLLECTION

A. DNS Root-Server Data

We leverage DITL datasets coordinated by DNS-OARC
since 2006 [12], selecting b.root-servers.net due to the com-
pleteness of its historical records (2013-2025), as it is the
only root server in the dataset with a continuous 13-year
coverage of annual snapshots, each spanning 48 hours. While
anchored at a single root, query distributions at the root
level are highly correlated across servers [18], [37], and we
confirmed consistent patterns against eight additional roots
(A, D, F G, H, I, ], M) using 2025 DITL data. We treat
each annual snapshot as an independent observation of relative
query behavior rather than absolute volume. To account for
varying capture windows and yearly traffic levels, query counts
are normalized as queries-per-hour prior to temporal feature
extraction. Although B-root infrastructure evolved between
2013-2025, our analysis focuses on relative behavioral and
rank-order trends, reducing sensitivity to operational changes
over time. Candidate strings are extracted from root NXDO-
MAIN queries after standardizing query labels (including case
normalization) and aggregating identical strings for frequency
computation. Query source identifiers are anonymized, but
remain uniquely distinguishable within each dataset; conse-
quently, Shannon-entropy diversity reflects dispersion across
anonymized sources rather than exact counts of end hosts.

B. ICANN Archives

We utilize datasets from ICANN Archives [24], [23], [25],
[1], [38], which provide authoritative historical records on the
structure, policy, and operational aspects of DNS. Specifically,
we use per-TLD monthly registration counts from ICANN’s
registry reports to compute Active Ratio, and application status
records from the 2012 gTLD round to construct ground-
truth delegation outcomes used in framework validation. The
registry agreement documents and change request logs further
allow us to analyze the governance and operational evolution
of gTLDs over time, providing context for interpreting shifts
in applicant geography and post-delegation control.

C. Cisco Umbrella

Cisco Umbrella [39] provides aggregated passive DNS reso-
lution data from Cisco’s global network, making it structurally
aligned with the DNS-based signals used in our analysis.
While its enterprise orientation may undercount consumer-
facing or regional gTLDs, Active Ratio uses it compara-
tively across TLDs, providing a consistent comparative signal.
We also compared alternative domain popularity lists [40],
[41] and observed consistent rank-order behavior. However,
these datasets are not fully independent and primarily reflect
globally aggregated DNS and web visibility. As a result,
regionally concentrated or IDN-based namespaces may remain
systematically underrepresented in our measurements.

We selected Cisco Umbrella as the primary signal for
Active Ratio because it directly reflects DNS-resolution ac-
tivity across a broad range of services, including web, email,
APIs, and non-browser applications, making it more closely
aligned with the DNS-centric focus of our analysis. In contrast,
Tranco’s standard list aggregates rankings at the registered-
domain (eTLD+1) level and is primarily optimized for stable
web popularity rankings, which reduces visibility into hier-
archical deployment patterns common in .brand TLDs and
infrastructure-oriented namespaces. While this choice intro-
duces subdomain inflation effects for certain TLD classes, it
also preserves deployment characteristics that are meaningful
in the context of DNS operational visibility.

V. MEASURING GTLD ADOPTION VIA ACTIVE RATIO

To assess the adoption and utility of gTLDs in the real
world, we introduce Active Ratio, a usage-centric metric that
quantifies the proportion of registered domains within a TLD
that appear in Cisco Umbrella. Prior studies have evaluated
gTLD performance primarily through raw registration counts
[25], [42], which conflate speculative bulk registrations and
defensive acquisitions with genuine adoption, a gap explicitly
noted in recent industry analyses showing that registration
volume does not reliably predict active website presence
[43]. A TLD with millions of registrations but no visible
web presence reflects a fundamentally different deployment
reality than one with modest registrations but high operational
activity. Active Ratio isolates this distinction by normalizing
web visibility against registration volume, enabling cross-TLD
comparison that is robust to registration inflation.

Active Ratio does not imply a universal standard for TLD
success — registry operators may have legitimate commercial
goals served by high registration volumes regardless of active
usage. Rather, it is a complementary signal for stakeholders
interested in operational adoption and namespace utility, such
as DNS researchers, policymakers, and applicants evaluating
community demand. We note that interpretation of Active
Ratio should account for two factors: defensive registration
practices, where namespace expansion may inflate registra-
tion volumes without corresponding increases in operational
deployment or public-facing utility, and TLD age effects,
whereby newer gTLDs may exhibit lower Active Ratios due to
limited time to accumulate observable presence in popularity



Table 1
SELECTED TLDS RANKED BY ACTIVE DOMAIN COUNT IN 2025.
DENOTES BRAND TLDS WITH ACTIVE RATIO > 1.0.

Rank TLD Active Count  Active Ratio
1 com 611,692 0.00380
2 net 139,833 0.01084
3 org 30,899 0.00263
20 Xyz 2,982 0.00062
35 info 1,718 0.00042
42 biz 1,144 0.00090
66  aws' 652 5.13386
77 management 501 0.03899
91 club 297 0.00047
102 sapf 263 8.21875
122 world 190 0.00057
141 delivery 135 0.01578
155 box 111 0.02292
196 google 71 0.32569

213 statefarm? 56 1.36585
324 apple 20 0.41667
369 bond 15 0.00002
377 school 13 0.00056
643 family 2 0.00006
709 estate 1 0.00009

rankings. Cross-TLD comparisons should therefore control
for or contextualize TLD age when interpreting efficiency
differences between legacy and recently delegated strings.

Let A, , denote the number of second-level domains under
TLD ¢ appearing in the Cisco Umbrella list in year y, serving
as a proxy for operationally active registrations. Let I,
denote the total number of domains registered under ¢ in the
same year, drawn from ICANN registry reports.

We define Active Ratio as:

ActiveRatio(t,y) = Aty ()
Ry

Higher values indicate that a larger fraction of registered
domains appears within Umbrella’s measurement coverage
relative to the registration base. Conversely, lower values may
reflect either limited operational adoption or limited observ-
ability within globally aggregated DNS visibility datasets,
particularly for regionally concentrated or community-oriented
g¢TLDs. In rare cases, the Active Ratio may exceed 1.0, partic-
ularly for .brand TLDs where multiple subdomains of the
same second-level domain (e.g., a.x.brand, b.x.brand)
appear independently in Cisco Umbrella, whereas both are
counted as a single entry (x.brand) in registration data.
This pattern is observed in TLDs such as .aws and .sap
(see Table I), where extensive subdomain structuring inflates
visibility counts relative to the registered base. We retain
these TLDs in the dataset, as they represent a meaningful
deployment pattern distinct from general-purpose registries,
but we note that this choice introduces a systematic upward
bias in Active Ratio for highly hierarchical namespace designs.
Consolidating subdomain entries to their registered second-
level domain would require resolving each Umbrella entry
against registration data, introducing additional cross-source
dependencies and potential resolution mismatches that would
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Figure 2. Active Ratio vs. Active Domain Count for TLDs in 2025. Red
points highlight TLDs of interest (listed in Table I, selected to represent full
behavioral spectrum), blue points represent broader background set of TLDs.

reduce reproducibility. We therefore retain raw Umbrella
counts for consistency and comparability across TLDs, and
interpret ratios exceeding 1.0 as a structural deployment signal
rather than a measurement error. Our time series covers 2021—
2025, the period for which registration and popularity data are
available for all delegated gTLDs across both sources.

Active Ratio reveals striking asymmetries in gTLD utiliza-
tion. Figure 2 plots Active Ratio against active domain count
for all delegated gTLDs in 2025. This visualization captures
the trade-off between scale (total active domains and visibility)
and efficiency (active usage relative to registrations) across the
DNS ecosystem. The distribution reveals a clear separation
between two behavioral clusters: high-volume TLDs such as
.com and .net that achieve large absolute active counts but
low ratios, reflecting registration inflation; and low-volume
TLDs with disproportionately high ratios, including brand
TLDs such as .aws and .sap, where a small number of
registrations drives substantial DNS activity. TLDs vary by
orders of magnitude in visibility despite comparable registra-
tion growth, confirming that registration volume alone is a
poor proxy for real-world adoption.

Table I details a representative selection of TLDs from Fig-
ure 2, chosen to illustrate the full behavioral spectrum — from
high-volume, low-ratio legacy TLDs to niche brand TLDs
with ratios exceeding 1.0, as well as cases with near-zero
visibility, rather than to emphasize outliers or extremes. Active
Ratio is intended to rank and differentiate TLD deployment
patterns, not to produce a probability or percentage score and
is used comparatively across TLDs rather than as an absolute
utilization measure, boundedness is not a design requirement.

A. Characterizing TLD Usage Regimes

Active Ratio reveals several distinct behavioral regimes,
each reflecting different deployment realities; interpretation
should account for observability limitations inherent in glob-
ally aggregated DNS visibility datasets (Section IX).



High visibility, moderate efficiency (top-center). Legacy
TLDs such as .com, .net, and .org exhibit massive
absolute active domain counts but moderate Active Ratios in
the range of 1073 to 10~2. This reflects a structural property of
scale rather than inefficiency: with tens or hundreds of millions
of registered domains, even hundreds of thousands of visible
domains constitute a small fraction of the total. This pattern
is consistent with power-law distributions observed in web
traffic [44], [40], where a small number of domains account for
disproportionate activity. For high-volume TLDs, Active Ratio
signals concentration and saturation rather than dormancy,
and should be interpreted alongside absolute active counts.
Additionally, for very large TLDs, the fixed size of popularity
lists such as Cisco Umbrella introduces a mathematical ceiling
on Active Ratio, independently of actual adoption — a TLD
with tens of millions of registrations cannot exceed a ratio
bounded by the list size divided by its registration base,
regardless of genuine usage intensity. Furthermore, prior work
has shown that legacy TLDs such as . com contain substantial
fractions of parked domains [45], which further suppresses
Active Ratio independently of genuine adoption patterns.

High volume, low efficiency (top-left). TLDs such as
.xyz, .info, and .biz (the latter two were delegated
during the 2000 gTLD round [23]) exhibit large registration
bases but consistently low Active Ratios. This indicates that
the majority of registered domains never achieve operational
visibility, making their persistent inefficiency particularly no-
table. This pattern is consistent with registration behavior
driven by speculative or defensive acquisitions [16], where
domains are registered in bulk but never developed into active
services. Active Ratio effectively surfaces this phenomenon,
which raw registration counts alone cannot reveal.

High-Efficiency, Low-Volume (bottom-right). This region
primarily includes .brand TLDs (e.g., .aws, .google,
.sap). These TLDs have very few total registrations, often
under strict control of a single entity, but most, if not all, of the
registered domains are actively used. As a result, their Active
Ratio is structurally elevated, not because of organic adoption
but because of the absence of unused or speculative registra-
tions. This reflects a fundamentally different lifecycle in which
domains are registered only when they serve an operational or
strategic function. High efficiency in this region thus reflects
deliberate usage rather than widespread community uptake.

Low-Volume, Low-Efficiency (bottom-left). TLDs in this
region, such as .bond, .family, and .estate, exhibit
both low registration volumes and low Active Ratios, suggest-
ing limited visibility or sustained use. However, this pattern
does not necessarily indicate failure, as such TLDs may reflect
niche targeting, non-web-centric deployments, or market con-
straints. High pricing strategies may actively suppress broader
adoption, as prior work [14] has observed that domains under
certain new gTLDs were priced nearly 500x higher than
generic alternatives, potentially discouraging organic use. This
region therefore represents a mix of underutilized, overpriced,
or context-specific TLDs, beyond just raw registration counts.

Low-Volume, Moderate-Efficiency (bottom-center). This

region is one of the most densely populated in our dataset,
containing TLDs with modest registration bases and Active
Ratios typically in the range of 1073 to 1072, TLDs such
as .management, .delivery, .box fall into this cat-
egory. Their presence in popularity datasets despite limited
overall registration footprint suggests targeted deployment by
specialized service providers or niche communities, where
registrations are more likely to result in active services than
in speculative or defensive holdings.

High-Volume, High-Efficiency (top-right). This region is
virtually unpopulated in our measurements, underscoring how
rare it is for a TLD to achieve both massive registration scale
and a high fraction of operational domains simultaneously.
TLDs in this region would represent ideal namespaces —
broad adoption combined with sustained active use. Their
absence may reflect either a genuine lack of sustained adoption
or limitations in DNS observability, highlighting a trade-
off between large-scale passive measurement and complete
visibility of all usage contexts in gTLD deployment.

The Active Ratio values observed in our analysis closely
align with those reported previously [46], providing external
validation of our measurements. Despite minor year-to-year
fluctuations, Active Ratios remain largely stable across both
legacy TLDs (. com, . org) and brand-operated TLDs (. sap,
.apple, .aws), confirming that the scale-efficiency regimes
identified in our analysis are persistent structural properties
rather than transient artifacts. This temporal stability strength-
ens the case for Active Ratio as a reliable longitudinal metric
for namespace utilization assessment. These findings inform
the remainder of our analysis, where we shift focus from
delegated gTLD utilization to pre-delegation query behavior,
examining whether momentum signals in NXDOMAIN traffic
can anticipate delegation outcomes.

Active Ratio is by design a post-delegation metric, requiring
registration and popularity data that only exist after a TLD
is live. For undelegated candidates, it serves as a reference
framework, illustrating what successful adoption looks like,
and motivates the pre-delegation momentum approach in Sec-
tion VI, which asks whether query behavior before delegation
predicts the kind of deployment Active Ratio later measures.

VI. PRE-DELEGATION INTEREST MODELING

To understand which undelegated gTLD strings attract mea-
surable interest, we extract temporal and structural features
from pre-delegation NXDOMAIN query traces, which we
term momentum features. Pre-delegation query leakage is well-
documented in DNS telemetry literature [47], [48], and the
underlying principle that NXDOMAIN traces reflect resolution
attempts for non-existent names extends naturally to the gTLD
space. Such traces capture a mix of signals including latent
user interest, misconfigured software, and leaked internal nam-
ing conventions [5]. While individually noisy, these signals
provide an informative behavioral footprint when aggregated
and interpreted with temporal context, as demonstrated by
our momentum feature analysis. These features, defined in
Table II, capture both the scale and trajectory of interest



Table 11
MOMENTUM FEATURES: DEFINITIONS AND FORMULAS

Feature Definition

Formula

Slope (m)
marketing, botnet reconnaissance, or speculation.

Measures the linear trend in query volume. High slope indicates increasing interest, possibly from

i (ti =D (yi — )

slope =
i ECEDE

Acceleration (a)
down (negative) in interest.

Difference in growth rates between recent and early intervals, detecting ramp-up (positive) or cool-

acceleration = slope, — slope,,

recent early

Volatility (o) Normalized variability in query volume. Lower values imply consistent organic interest; higher values | volatility = W)
may indicate spikes from scripted or test traffic. w(y) +1
Total Growth (G)T Raw relative increase in query volume over time. Excluded from composite score due to high | total_growth = Yn :ryll
Y1

correlation with Log Total Growth.

Log Total Growth (L)
comparison.

Logarithmically smoothed version of Total Growth, moderating large values to facilitate cross-TLD

log_total_growth = log (1 + max(0, G))

Diversity (H)

automated probing [47], [48], [49].

Shannon entropy of query sources. High diversity signals organic interest; low diversity may indicate

k
diversity = — Z pi logy (pi)
i=1

T Excluded from Composite Momentum Score (Equation 2).

in gTLD strings prior to delegation, enabling a quantitative
characterization of pre-delegation behavior.

A. Composite Momentum Score

We define the Momentum Score to rank undelegated gTLD
strings based on a weighted combination of the features
defined in Table II. Let y; denote the number of NXDOMAIN
queries received for a string in year ¢, and let {y1,y2,...,Yn}
represent its pre-delegation query history over n years.

Intuitively, Momentum Score captures whether interest in a
string is growing, sustained, and broadly distributed, rather
than driven by short-lived spikes or concentrated sources.
The goal is not to measure “interest” directly, but to identify
temporal patterns consistent with historically delegated TLDs.
We define Momentum Score as:

Momentum Score = «; - slope + a4 - acceleration+
as - log_total_growth + a4 - diversity — a5 - volatility

We use equal weights as a principled baseline, motivated
by the low inter-feature correlation observed across slope,
diversity, and volatility. To validate this choice, we varied
«; across a range of configurations ([0,1]) and confirmed
that ranking performance remains stable, indicating that the
composite score is robust to specific weight selection. We note
that acceleration is derived from slope computed over disjoint
intervals (early vs. recent), and therefore captures changes in
trend rather than absolute growth, and thus not redundant.
Prior studies [47], [48], [49] have demonstrated that tem-
poral features such as source diversity, query burstiness, and
variability are critical for distinguishing organic interest from
scripted or malicious domain activity. While prior work applies
these features to operational DNS traffic, we adopt analogous
principles to model interest in undelegated gTLDs, treating
volatility and diversity as proxies for organic versus automated
query behavior. We empirically evaluated the defined features
against TLDs delegated between 2018 and 2022 using pre-
delegation NXDOMAIN data and found that slope, accel-
eration, log-total growth, diversity, and volatility exhibited
the strongest discriminative power. Log-total growth and to-
tal growth showed expected correlation, motivating use of

only the log-transformed version. Pairwise correlation analysis
confirmed moderate independence across slope, diversity, and
volatility, suggesting complementary signal contributions that
balance interpretability and robustness to noisy fluctuations.

In Table II, ¢; denotes the year of observation ¢, and y; the
corresponding query volume. ¢ and 7 are the means of the time
and query volume series, respectively. o(y) and u(y) denote
standard deviation and mean of the query volume series, y,
and y; are the final and initial query volumes in the observation
window. The values p; in the diversity formula represent
the probability distribution of queries across sources such
as IP addresses or autonomous systems. We also considered
lexical attributes such as string length, token entropy, and zone
metadata, but these showed weak correlation with delegation
outcomes and were hence excluded in favor of telemetry-
derived features with clearer behavioral grounding.

B. Template Profile of Delegated TLDs

To ground our analysis, we construct a template profile as
the median of momentum features from 12 TLDs delegated
between 2018 and 2022, selected for having sufficient pre-
and post-delegation data (> 5 years before, > 3 years after).
Table III lists the feature values for each TLD and the resulting
template with median values: slope = 12.66, acceleration = -
8.55, volatility = 0.43, log_total_growth = 0.50, and diversity
= 2.18. While 12 TLDs represent a small subset of the
~ 1,200 delegated in 2012, we validate this construction
retrospectively in Sec VI-C, confirming generalization beyond
the 12-TLD basis despite the limited sample. We separately
compute momentum features for all gTLDs from the 2012
round using post-delegation behavior to establish broader
historical benchmarks, enabling comparison between recent
delegation dynamics and long-term trends.

Candidates whose momentum profiles fall close to the tem-
plate, measured via Mahalanobis distance, exhibit delegation-
consistent behavior, as validated by our retrospective analysis.
In addition, the framework surfaces anomalous strings: high-
momentum but low-diversity profiles that often correlate with
DGA probing or botnet activity [50], [51], offering potential
utility for pre-delegation threat assessment by DNS registries.



Table III
PRE-DELEGATION MOMENTUM FEATURES FOR THE 12 TLDS USED TO
CONSTRUCT THE DELEGATION TEMPLATE. THE TEMPLATE ROW REPORTS
MEDIAN VALUES ACROSS ALL 12 TLDs.

TLD Slope  Accel. Volatility GrI';)()Vgth Diversity
.gay 1.86  -12.20 0.37 0.38 1.88
.cpa 42.89 -25.70 0.53 1.42 2.25
Ale 158.00 0.00 0.42 0.56 2.58
.amazon 36.61 -24.80 0.44 1.04 2.10
kids 22.13 25.80 0.40 1.13 1.75
.charity 1.80 0.00 0.93 0.00 1.98
.inc 10.38 1.77 0.46 0.00 2.71
Alp 1494  -69.70 0.36 0.00 2.54
.xn—jlq480n2rg -0.29 -4.90 1.15 0.00 2.03
.spa -1.46 0.00 1.88 0.60 1.68
.sport 18.50 0.00 0.36 0.54 2.30
.music 5.10  -16.40 0.32 0.46 2.63
Template 12.66 -8.55 0.43 0.50 2.18

To assess discriminative power, we retrospectively applied
our momentum profile to TLDs delegated in the 2012 round
using only pre-delegation NXDOMAIN features. We verified
that all 2012 delegated TLDs fall within the maximum Ma-
halanobis distance observed among the 2018-2022 template
set, confirming that the framework generalizes across delega-
tion cohorts. This supports the value of combining temporal
and structural signals over single-feature approaches, and
establishes the distance threshold as an empirically grounded
criterion for delegation-consistent behavior.

C. Mahalanobis-Based Delegation-Likeness

We evaluated all candidate gTLD strings that appeared in
at least 50% of the observation years (7 years or more) and
adhered to the naming conventions specified in RFC 1034 [52].
From this curated set of more than 146,500 candidates, we
computed momentum features and measured the Mahalanobis
distance [53], d(x,t) from each candidate’s feature vector x
to the template profile t derived from the 12 delegated TLDs
between 2018 and 2022. Candidates with smaller distances ex-
hibit delegation-consistent behavior; those farther away reflect
niche interest, noise, or synthetic activity.

We selected Mahalanobis distance as it accounts for covari-
ance across features and scales well for moderate-dimensional
vectors, making it well-suited for comparing behavioral tem-
plates with correlated components such as slope and growth.
Unlike Euclidean or cosine similarity, Mahalanobis distance
penalizes outliers in the context of feature interdependencies,
which we observed in practice when distinguishing volatile
synthetic signals from consistent adoption patterns. To estab-
lish an empirically derived reference threshold, we verified that
all TLDs delegated in the 2012 round fall within the maximum
Mahalanobis distance observed among the 2018-2022 tem-
plate set. Applying this threshold to the full candidate pool,
we identify approximately 28,000 strings whose momentum
profiles align with historically delegated TLDs.
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Figure 3. Distribution of Mahalanobis distances of candidate gTLD strings to
the template profile. Dashed threshold marks the maximum distance among
delegated TLDs; approximately 28,000 candidates fall within this boundary.

As illustrated in Figure 3, the distance distribution is bi-
modal: a steep head comprising high-fidelity candidates and
a long tail of erratic, sparse, or inflated signals. The dashed
threshold marks a soft boundary for delegation-consistent
behavior, distinguishing candidates whose momentum profiles
align with historically delegated TLDs from those exhibiting
noise-driven or synthetic patterns. This divergence suggests
two behavioral regimes: (1) a concentrated core of candidates
exhibiting organic or institutionally backed interest, and (2) a
diffuse population characterized by synthetic, opportunistic, or
noise-driven patterns. This framework supports several appli-
cations: exploratory analysis of candidate gTLD launches, in-
forming policy prioritization, and serving as an early warning
signal for anomalous or abusive naming behavior (e.g., DGAs,
botnet testbeds, speculative misuse). This dual-use perspective,
spanning behavioral similarity and operational security, offers
a practical path for integration with ICANN vetting, registry
monitoring, or root telemetry anomaly detection pipelines.

VII. INTERPRETATION OF HIGH-MOMENTUM STRINGS

To interpret the behavioral profiles surfaced by our momen-
tum based framework, we analyze the ~ 28,000 undelegated
TLD strings that fall within the delegation-consistent Maha-
lanobis distance threshold through a rule-based filtering and
categorization process. While these strings exhibit delegation-
like query trajectories, delegation-likeness alone is not suffi-
cient to establish viability or intent. The resulting categories
reflect distinct underlying sources of elevated query activity.

A prominent class includes reserved or non-delegable
strings such as .local, .home, .lan, and .internal,
explicitly designated as special-use domains by IETF stan-
dards [54], [55], [56] and widely used in local or enterprise
network configurations. Despite their reserved status, they
generate substantial NXDOMAIN traffic at the root, primarily
due to misconfigured resolvers and legacy devices leaking
internal queries to the public DNS [5]. Their momentum scores
reflect systemic artifacts rather than delegation readiness, and
we therefore exclude them from further analyses.

A second category comprises trademarked brand strings
such as .facebook, .nestle, or .ebay, which often
exhibit sustained pre-delegation query activity, potentially re-
flecting internal testbeds, sandboxed environments, or early



deployment pipelines operated by the brand owner. However,
their delegability is governed by ICANN’s trademark objec-
tion process [1], which restricts delegation to verified brand
applicants. Where the query source aligns with the brand’s
infrastructure, high momentum may capture legitimate pre-
launch behavior and warrant closer inspection.

Generic strings such as .drink, .government, and
.web, attracting broad organic interest across diverse query
sources, comprises a third category. While ICANN’s board
has explicitly prohibited closed generic delegations [36], these
strings may remain viable candidates under open registration
commitments and represent some of the strongest delegation-
consistent behavioral profiles in our framework. Fourth cate-
gory includes emerging trend strings such as .blockchain
and .aiops, which gain query traction as market buzzwords
but lack the sustained multi-year momentum characteristics
observed among historically delegated TLDs. Their accelera-
tion profiles are often steep but short-lived, and high volatil-
ity scores place them near the boundary of the delegation-
consistent threshold.

A fifth category comprises leaked namespace strings: undel-
egated TLDs that receive substantial NXDOMAIN traffic due
to usage in alternative naming systems such as blockchain-
based or crypto namespaces. For example, . wallet receives
persistent query traffic originating from competing crypto
naming systems that leak into the public DNS, generating mo-
mentum signals that reflect external ecosystem activity rather
than delegation interest. These strings may score highly in our
framework despite having no viable path to delegation, and
should be cross-referenced against known alternative names-
pace registries before being treated as delegation candidates.

While our momentum features and Mahalanobis filtering
narrow the search space from more than 146,500 strings to
approximately 28,000 candidates, meaningful interpretation
requires grounding in naming policy and governance context
to distinguish organic signals from speculative artifacts.

VIII. POLICY AND OPERATIONAL IMPLICATIONS

Our findings shed light on namespace governance, equity,
and resilience. The implications discussed below are grounded
in the behavioral asymmetries surfaced by our Active Ratio
and pre-delegation query analyses, particularly the gap be-
tween registration volume, observable deployment, and ge-
ographic distribution. We highlight key considerations for
stakeholders preparing for the 2026 gTLD round.

Growing Centralization Among Operators. Figure 4
compares the empirical CCDFs of gTLD delegations per entity
in 2012 and 2025, with power-law fits computed using the
methodology of Clauset et al. [57]. The 2012 distribution
shows a moderate tail with a maximum delegation count of
55, with early centralization already evident in actors such
as Amazon EU S.a rl. and Charleston Road Registry Inc.
(Google). The 2025 data show a substantially heavier tail, with
the maximum delegation count rising to 269, driven largely
by consolidation under entities such as Identity Digital, and
a lower power-law exponent (o« = 2.07 vs o« = 2.30 in
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Figure 4. Empirical CCDFs of gTLD delegations in 2012 and 2025. Heavier
tail in 2025 reflects growing concentration among dominant operators.

2012), indicating increased inequality among top operators.
Approximately 85% of current operators hold only a single
g¢TLD, yet concentration is driven by the few at the top rather
than distributed uniformly, a heavy-tailed structure where a
handful of entities dominate while the majority remain small
participants. This concentration raises systemic concerns about
resilience and equitable governance in the DNS ecosystem.

Registration Volume vs. Operational Activity. Active
Ratio analysis reveals that a significant fraction of registered
domains exhibit minimal operational activity, particularly in
brand-operated and defensive registrations. Many .brand
TLDs show near-zero public visibility despite substantial
registration and maintenance overhead [58], [59]. Similarly,
closed generic TLDs such as .book and .app often exhibit
strong pre-delegation query signals but tightly controlled post-
delegation usage, reducing open access to public namespace.
Future delegation processes could benefit from utilization-
aware mechanisms such as minimum SLD activation thresh-
olds or operational readiness audits, though such measures
are not currently reflected in the draft applicant guidebook
[38]. We recommend that registry operators track Active Ratio
alongside registration counts as an early signal of deployment
effectiveness and namespace utilization.

Regional Imbalance. gTLD operator concentration remains
geographically skewed toward North America and Western
Europe (Figure 1), with many regionally oriented and IDN-
based gTLDs showing minimal activity despite delegation.
This gap between symbolic representation and practical adop-
tion has direct implications for ICANN’s Universal Accep-
tance commitments [60]. The imbalance likely reflects not
only differences in downstream demand, but also structural
barriers to participation: the financial, legal, and operational
costs associated with applying for and operating a gTLD
favor well-capitalized actors concentrated in wealthier regions.
This concentration reduces resilience to regional failures and
limits namespace diversity for non-English-speaking commu-



nities. Pre-delegation query activity combined with geographic
source analysis could help identify communities exhibiting
sustained interest in undelegated namespaces and where tar-
geted support mechanisms could help lower barriers to entry.

IX. CONCLUSION AND FUTURE WORK

We present a measurement-driven framework for character-
izing behavioral patterns in undelegated gTLD strings using
passive DNS telemetry. By defining interpretable momentum
features and applying Mahalanobis distance to construct a
delegation-likeness profile, we identify common behavioral
patterns among delegated TLDs and surface approximately
28,000 undelegated strings whose observed query trajectories
resemble those of historically delegated TLDs. Our Active
Ratio metric further reveals a persistent disconnect between
registration volume and observable operational activity, par-
ticularly among brand-operated and defensively registered
gTLDs, suggesting that raw registration counts are poor prox-
ies for meaningful namespace utilization. Finally, our analysis
documents increasing centralization in DNS governance, with
the maximum delegation count per entity rising from 55 in
2012 to 269 in 2025, trends with direct implications for equity
and resilience in the upcoming 2026 gTLD round.

Limitations. Analysis relies on annual DITL snapshots
from a single root server and hence captures relative trends
rather than absolute DNS activity. Active Ratio reflects
enterprise-oriented DNS visibility and may systematically
understate adoption for internally used .brand TLDs, region-
ally concentrated namespaces, and very large TLDs subject
to fixed popularity-list ceilings. NXDOMAIN traffic mixes
organic interest, misconfiguration, and automated probing,
requiring post-processing against reservation and policy lists
to exclude non-delegable strings such as . local and . home.
The delegation-likeness template is derived from historical
delegation outcomes and constrained by available data, and
may therefore not generalize to novel string categories or
capture all viable delegation pathways. Finally, the absence of
ground truth for undelegated strings prevents direct validation
of candidate characterization prior to completion of the 2026
round, while trademark, legal, and policy factors influencing
delegation decisions remain outside the scope of our study.

Future work. This framework could be extended by in-
corporating multi-root vantage points, WHOIS activity, zone
file updates, and registry application metadata to improve can-
didate ranking and reduce single-root bias. Predictive models
trained exclusively on pre-delegation signals could further sup-
port longitudinal characterization of undelegated namespaces.
Future work should also investigate IDN namespaces and
regionally oriented candidate strings from underrepresented
regions, particularly in the context of ICANN’s Applicant Sup-
port Program and Universal Acceptance initiatives, to better
identify communities with unmet but organically emerging
namespace demand.

APPENDIX
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This study uses publicly available DNS telemetry with no
personally identifiable information. Query source addresses
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procedures comply with institutional ethical standards and
applicable privacy policies.
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