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Abstract—IPv4 fragmentation can occur on-path whenever the
original datagram size is higher than the Maximum Transmission
Unit (MTU). For some years now, this mechanism has been
considered ‘“harmful” because of possible attacks (e.g., DoS,
NIDS evasion) or resource overhead. We conducted a longitudinal
study of IPv4 fragment characteristics from 2007 to 2025 at a
transit link. Our results show that IPv4 fragmentation has not
disappeared and has accounted between 0.03% and 1.48% (bytes
and packets) yearly, which is non-negligible regarding the overall
IPv4 traffic volume. UDP/DNS is the most fragmented service,
18.62% of all the UDP/DNS IPv4 traffic (bytes). On average,
5,539 hosts send some IPv4 traffic that is eventually fragmented
each year, but a few talkative hosts usually concentrate most
of the traffic. When evaluating RFC 6864 compliance, which
aims to prevent fragment misassociation and possible related
data corruption, we find that more than 44% of hosts that
reuse an IPID within 120 seconds do not comply after the
RFC’s publication. This can cause performance degradation
when fragmentation bursts occur.

Index Terms—IPv4, Fragmentation, Fragment misassociation.

I. INTRODUCTION

IPv4 fragmentation was introduced to adapt the packet
sizes to multiple network types, which can have different link
capacities. That way, an IPv4 packet whose size is higher
than the end-host or on-path equipment’s egress link can be
chunked (fragmented) into multiple pieces (fragments) and
keep going to the next hop. The stateless transport protocol
UDP is, for example, known to rely on fragmentation, since
it does not have an active mechanism to determine the Path
Maximum Transmission Unit (PMTU) between two hosts,
e.g., PMTU Discovery (PMTUD) [1]. However, fragmentation
introduces some overhead: the fragmentation action itself,
the extra generated packets (fragments) to forward by on-
path equipment, or the end-host datagram reconstruction. In
addition, network events like fragment losses can deteriorate
the communication performance because the sender needs
to resend the (entire) original datagram. Many attacks have
abused IPv4 fragmentation, e.g., DNS record poisoning [2],
[3], Denial of Service (DoS) [4], [5], firewall and network
intrusion detection system (NIDS) evasion [6]-[10]. These
reasons have led the research community to recommend using
it with caution.
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In 2001, Shannon et al. [11] performed an in-depth study
regarding IPv4 fragment characteristics from real Internet
traces. They grouped the fragments inside series, which they
defined as “the ordered list (as monitored on the network)
of fragments whose source is a single original datagram”.
They observed that the vast majority (80%) of the series were
complete and correct with fragments that arrived in order. They
also found that the top three next IP protocols are UDP (75%
of the series), IPENCAP (12%), and ESP (5%), and that the
most TCP and UDP fragmented services are encapsulation-
related. In 2007, John and Tafvelin [12] noted a stop in IPv4
fragmentation rising trend from 0.68% in [11] to 0.06% here,
while Gilad and Herzberg [5] measured 0.15% in the 1.05
TB CAIDA 2012 dataset. John and Tafvelin also observed
very contrasted results between inbound and outbound traffic
(97% fragments are UDP and 3% are TCP for incoming while
19% fragments are UDP, 18% are TCP and 63% are ESP for
outgoing). However, the Internet traffic has evolved quite a lot
since 2013, with, for instance, new usages (e.g., high-quality
video streaming, remote working), high throughput-compatible
equipment spreading (e.g., 5G, housing fiber optic connection),
or security standard adoption (e.g., encryption).

RQ1. How have the IPv4 fragment characteristics changed?

In 2007, RFC 4963 [13] raised a concern about a possible
increase in fragment misassociations at high data rates. Indeed,
an IPv4 implementation must not reuse a datagram’s IPID
during the datagram’s lifetime (MDL) on the Internet, accord-
ing to the original RFC specification [14]. The IPID header
field is necessary for fragmentation, so that the fragments of
different (original) datagrams do not get mixed up, or misasso-
ciated. This IPID uniqueness was, however, not respected in
practice (e.g., cellphones used constant zero values [15]), and
thus, in 2013, RFC 6864 [15] proposed that this requirement
only applies to non-atomic datagrams, i.e., datagrams with the
Don’t Fragment (DF) flag unset and either the More Fragments
(MF) flag set or a non-zero fragment offset. This require-
ment applies to any host, e.g., end-hosts, Network Address
Translation (NAT) or Virtual Private Network (VPN)-related
devices. In 2001, Shannon et al. [11] measured that 8.5%
of all the series overlapped partially (overlap series) or fully
(duplicate series), which can be a sign of misassociation. John
and Olovsson [16] observed only 9.1 x 1073% of these series



on a 2006 dataset, but they only used 1-second time window
series. Fragment misassociation detailed in these RFCs have
not been studied in the wild since 2006, nor have the hosts’

compliance with RFC 6864 countermeasure'.

RQ2. To what extent do the hosts generate fragmented IPv4
traffic that can be misassociated in the end?

This paper answers RQ1 and RQ2 with a 19-year longitu-
dinal analysis of MAWI network dataset [17] and is organised
as follows:

o Section II describes the dataset, the analyzing tools, and
the two methods for constructing the fragment series.

o Section III answers RQ1 by providing general statistics
regarding IPv4 fragmentation from the analyzed dataset.
More precisely, the section gives statistics regarding
sizes (PMTUs, datagram sizes), the upper protocols and
services, and the source IP host diversity.

o Section IV measures IPv4 fragment misassociations, thus
answering RQ2, and evaluates whether the misassocia-
tions are benign by analyzing some IPv4 header fields.

e Section V finally discusses the paper’s findings and
limitations.

II. METHOD

This section describes the analysis dataset and tooling.
Then, it depicts the two fragment series construction methods
used.

A. MAWI dataset

MAWTI traffic repository [17] is a collection of daily PCAP
traces, captured at a transit link in WIDE project (AS2500)
and at the BBIX link since August 8, 2023. From July
1, 2006, Samplepoint-F has captured 15 minutes of traffic
every day at 2:00 p.m. Japan Standard Time. This network
traffic is particularly valuable as it can catch Internet traffic
characteristics’ evolution, and particularly IPv4 fragment ones.
We have access to the non-anonymized content of certain
protocol headers (e.g., IPv4, IPv6, TCP, UDP, HTTP), but not
to the application data itself. We analyze 100 random traces
per year from the first complete year, i.e., 2007, to 2025.
The choice of 100 traces per year is a trade-off between data
completeness and processing time. Our dataset thus comprises
1,900 traces of 15-minute long traffic captures for a total of
607 GB of fragmented IPv4 traffic (over 124 TB IPv4 traffic)
and 545 million fragments (over 166 billion IPv4 packets).

The main limitations related to the MAWI dataset in our
case are i) the analyzed fragments may not be ordered and
structured the same as the ones received by the end hosts
because of delays or alteration by on-path equipment, ii) the
capture time is the same for every trace, and iii) the WIDE
network’s users may not be representative of users, since
WIDE mainly provides Internet to universities and research
institutes. Since MAWI have also captured one longer trace

UIn this paper, we consider the hosts that are exposed to the Internet rather
than all the hosts that have access to the Internet.

(at least 24 hours) every year from 2011, we also compare the
15-minute daily trace dataset’s results (detailed in Sections III
and IV) with the longer trace dataset’s results, in Section V-C.

B. Analyzing tools

We use the Capinfos tool [18] to compute generic statistics
on the complete MAWTI traces (with and without the frag-
ments). To build and analyze the fragment series, we devel-
oped a plugin within the Pcap Analysis Library (PAL) [19],
a set of Rust tools for analyzing PCAP files. PAL behaves
as an end-host reassembly engine. In other words, it has
a fragment queue, reconstructs the original datagrams when
possible, and has a reassembly timeout. We use a 30-second
reassembly timeout, which corresponds to Linux’s [20]. All
the scripts are publicly available at https://github.com/laubard/
mawi_frag_analyzer.

C. Fragment series construction methods

Shannon et al. [11] defined a fragment series as “the ordered
list (as monitored on the network) of fragments whose source
is a single original datagram”. In practice, they grouped in
series all fragments with the same four-tuple ft, consisting of
(srcIP, dstIP, IPID, next proto), every 600 seconds
(1 second in [16]). In other words, starting from time ¢, when
the first ft fragment appears in the trace, all the following
ft fragments captured within [to, tg+.] are grouped altogether
to form one unique series. The next ft fragment that is
located after ¢y, will start forming another series that will
last x seconds, and so on. One cannot thus be sure that
the fragments of the constructed series were from a ‘“single
original datagram” as the definition states, because a four-
tuple’s TPID may be reused in multiple original datagrams
within any chosen time window.

To clarify this ambiguity, we instead consider a fragment
series as the ordered list (as monitored on the network) of
fragments that have the same four-tuple. We use two methods
to build the series: PAL’s stateful method and the related
works’ time window-like method. These two methods con-
struct different series, and we use them for different purpose.
In Section III, we use the stateful method because it is
closest to the end-host behaviors in comparison with [11]
and it works fine with hosts sending many data and reusing
IPIDs, as it produces as many series as filled fragment
queues. Section IV aims to study fragment misassociation.
When constructing series using the time window method, we
argue that overlapping fragments inside the series can be a
sign of (benign) misassociation as long as a malicious sender
did not intentionally create such overlap.

Note that we do not filter the first and last seconds of
each PCAP trace (as [16] did) as it would just move the cold
start and end problem. Hence, some series may be wrongly
classified as incomplete due to fragments outside the capture
boundaries. We will quantify such event occurrence when
necessary.
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Fig. 1: Evolution of IPv4 fragmentation in MAWI.

III. TPV4 FRAGMENT CHARACTERISTICS

After a brief fragment series overview, we will analyze
some size characteristics (PMTU, original datagram size),
next fragment protocol attributes, and the diversity of unique
srcIP addresses whose traffic is fragmented.

A. Overview

Between 2007 and 2025, at least 0.03% of the overall IPv4
traffic is fragmented yearly, as shown in Figure 1. Even if the
fragmentation proportion is not stable over time, the overall
fragment volume increases since the IPv4 traffic volume
increases. The fragmentation peaks in 2011, 2013, 2014, and
2021 are not correlated with particular IPv4 traffic peaks. As
expected, on average, fragmented packets carry more bytes
than non-fragmented packets, since the packet number’s curve
is almost always under the bytes’ curve. We also observe a
significant increase in overall IPv4 traffic volume from 2023,
due to the start of operation (and capture) of the BBIX link.

In their work [11], Shannon et al. distinguished between
types of fragment series. In the complete series, there is no
data hole. In the duplicate (resp. overlap) ones, there is a
full (resp. partial) data overlap between fragments. A series is
correct if there is no data hole nor data overlap. Note that a
series is always of multiple types, e.g., complete and correct
or complete and duplicate. Figure 2 illustrates the series
type evolution in the analyzed traces, based on the stateful
construction method. We remark that complete and correct
curves are very close, which is due to the quite low number
of duplicate and overlap series. At least a few duplicate series
are observed every year, which is not the case of overlap
series that are only observed some years. Duplicate peaks go
along with overlap peaks until 2017, and these series account
for 4.52% and 0.24% of the total series, respectively. Finally,
8.71% of the incomplete series are located in the first and
last 30 seconds, meaning that these series may actually arrive
complete at the end-host.
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Fig. 2: Series type distribution. Complete: no data hole.
Correct: no data hole and no data overlap. Duplicate: full data
overlap. Overlap: partial data overlap.

B. Size analysis

In this subsection, we focus on PMTUs and sizes of original
datagrams.

Shf‘l‘;'}O(go‘glj‘l' Ours (2007-2025) | Ours (2007-2025)
Size Series | Sizes Series | Size Series
1480 85.314% | 1480 62.253% | 1480 64.816%
1464 11.112% 1440 16.267% 1432 10.895%
552 1.186% | 1432 9.728% | 1440 9.270%
1472 1.086% | 1408 4.755% | 1408 2.790%
1476 0.455% | 1424 1.646% | 1424 2.295%
1336 0.183% | 1416 1.349% | 1416 1.783%
1376 0.120% | 1368 0.678% | 1376 1.341%
104 0.115% | 1400 0.593% | 1472 1.008%
744 0.097% | 1376 0.523% | 1280 0.911%
1432 0.068% | 744 0.359% | 1456 0.879%

TABLE I: Top 10 left fragment sizes. Bold values are shared
with [11]. * means the data is normalized so that every year
has the same weight.

1) PMTU: The PMTU, i.e., the minimal MTU value across
the followed links, between the sending and receiving hosts
has a major impact on the IPv4 fragmentation. The data sizes
of the fragments with the MF bit set (or the series’ byte-
wise leftmost fragments) should correspond to the PMTU at
the moment of the capture, unless a suspicious sending host
actively fragmented the application data uncorrelated with the
next hop’s MTU.

Table I reports the overall observed top 10 PMTUs and
compares them with those described by Shannon et al. [11].
Interestingly, 1480 only represents about two third of the left
fragment sizes in the analyzed traces. This is a 20% drop
compared with [11], and thus, the nine other values measured
represent a much larger proportion in our case. Only one of
our top 10 PMTU values is under 1280 (744) ; Shannon et al.
measured three of these low PMTUs in 2001 (104, 552, and
744). MTUs thus tend to stabilize between 1280 and 1480
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Fig. 3: Original (guessed) datagram size characterization

across years.

bytes since Shannon et al’s study. The high difference for
1440 between our raw and weighted columns (i.e., 7%) is due
to the value overrepresentation since 2022, which accounts
for between 22.72% and 84.38% of the series during these
four years, while it never exceeds 2.65% in the other years.
In addition to 1480 and 1440, the values 1376, 1408, 1424,
1416, and 1432 are observed in both of our columns. These
PMTUs are likely caused by overhead related to VPN tunnels
or by mobile traffic [21] and they are consistent with the TCP
stacks’ advertised Maximum Segment Size (MSS) that Custura
et al. [21] reported in 2018. See more details in Section B.

2) Original datagram sizes: For each fragment series, we
deduce the original datagram sizes by looking at the rightmost,
i.e., with bit MF unset, fragment of the series. Figure 3
characterizes the original datagram sizes over the years. We
compute the original datagram size by summing the rightmost
fragments’ data length and offset (multiplied by its unit, 8
bytes) of all the stateful fragment series. Some of the fragment
series are incomplete and miss the rightmost fragment. We
label them as “unknown”. Some others are composed of
several rightmost fragments with different fragment offsets or
data lengths. In this case, we label them as “inconsistent”.

First of all, we observe that the proportion of datagram
sizes between 1481 and 1700 reduced from 77% in 2007 to
10% in 2010. This proportion was, then, higher than 10%
in 2015-2016 and 2023-2025. The range [1481,1700] likely
corresponds to encapsulation-related traffic without MTU cus-
tomization. Second, we remark an overall increase of the
[1701,65515] range-related proportions until 2021. 65515 is
here the maximum payload size a datagram can carry. The
proportion was higher than 85% in 2011, 2013, and from 2017
to 2021. Third, we note that the last four years have seen high
proportions of original datagram sizes between 1260 and 1479.
Values below the standard Ethernet MTU are typical evidence
of mobile networks or VPNs, as mentioned in Section I1I-B1.
This increase might be due to VPN or mobile tethering used
for remote work since COVID. Finally, we observe very few

datagram sizes that are either too low, i.e., less than 5562 (at
most 0.3% in 2016), or too high, i.e., higher than 65515 (at
most 4.0 * 1072 in 2007), over the years. We also measure
few original datagram sizes between 556 and 1260 bytes (the
maximum is 2% in 2009). See other details in Section C.

C. Upper protocol analysis

This subsection first studies the next IP protocol; then, it
analyzes the fragmented UDP and TCP services.

1) Next IP protocol: Five protocols are quite well dis-
tributed across the years: UDP, ICMP, TCP, GRE, and ESP.
As expected, UDP is the most fragmented next protocol,
representing 93% of every year’s fragmented traffic (packets
and bytes) on average. The UDP fragmented traffic volume
accounted for less than a percent only in four out of the
19 analyzed years, and it reached more than 10% of the
overall UDP traffic in 2011, 2013, 2014, and 2021. ICMP
represents 1.1% of the fragments on average, with two peaks in
2012 and 2021/2022. Still on average, TCP only accounts for
0.5% of the fragments and for 4.1 x 1072% of the IPv4/TCP
traffic volume. Notably, fragmented GRE constantly decreased
over the years until 2015, from 18% (resp. 58%) of the
overall IPv4/GRE (resp. fragmented) traffic in 2007. See the
corresponding plot details in Section D.

2) Services: This part analyzes the UDP and TCP services
we could successfully identify. We use the destination and
source ports for this identification. If both ports are assigned in
Internet Assigned Numbers Authority (IANA) [22], the series
is assigned the service with the smallest port. Figure 4a and
Figure 4b report the top 10 UDP and TCP services we could
successfully classified with this method. The more a service
is present among the traces, the higher it is ranked. One circle
is related to one trace, and the circle size is proportional to
the service traffic volume in the trace. Furthermore, the color
informs about the source IP address diversity inside a PCAP
file. A yellow circle means that more than 10 srcIP are
sending traffic to the considered services in the corresponding
trace.

a) UDP: First of all, we observe that UDP service traffic
is not evenly distributed over the years (alternation between
large and small circles and the absence of any circle). As
expected, DNS is the most fragmented UDP service across the
years. The use of DNS Security Extensions (DNSSEC), which
protect DNS Resource Record through digital signatures, is
the cause of such fragmentation as already reported in the
literature [23], [24]. We observe a high host diversity causing
fragmented DNS from 2008 to 2020. The plot shows a DNS
fragmentation decrease since 2020. Weirdly, SNMP (from
2013) and LDAP (from 2017 to 2022) services are present
in the traces, while they should not be present on the Internet.
Figure 4a also shows a few QUIC fragment series from 2012
to 2022. Since 2023, there has been a large increase in hosts
sending fragmented QUIC and QUIC fragments. This may be
due to increased domestic traffic from the addition of the BBIX

2556 is the minimum payload size that an IPv4 implementation must be
able to process [14].
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Fig. 4: Fragmented services. Labels are I[ANA’s [22].

link. The two tunnel-related services, IPSec and OpenVPN, are
the 4th- and Sth-most-observed UDP services. They are both
measured over the years, but we can see two peaks: around
2019 and from 2023 for IPSec, and in 2015 and from 2023
for OpenVPN. Interestingly, CAP and 6a44 (ports 1026 and
1027) are quite unconventional, and their circles in the figure
overlap until 2016. We thus presume a limited number of host
sent this rather unusual traffic.

When comparing with Shannon et al. [11], we do not
observe common UDP services. They observed that most of
the traffic they could classify was tunnel-related, whereas here
it is not. However, we also observe some OpenVPN and IPSec
tunneled traffic. Since these protocols may use random ports,
the corresponding fragmented traffic is likely underestimated.

b) TCP: Thanks to its PMTU discovery capabilities,
TCP is largely less fragmented than UDP. Still, some of the
TCP traffic is fragmented, as illustrated in Figure 4b for the
top observed services. We clearly see the HTTP-to-HTTPS
shift from about 2015, but more hosts sent fragmented HTTPS
than HTTP. The top 8 other services got more sporadically
fragmented in the analyzed traces. Interestingly, SSH/SFTP
and Sun RPC are observed fragmented alongside by one
srcIP host, from 2013 to 2018. Mailing services (IMAP,
IMAPS, and SMTP) were also fragmented, mostly across three
periods: 2007-2011 and 2024-2025 for SMTP, and 2015-2018
for IMAPS and IMAP. Finally, we measure fragmented FTP
and DNS in only 10 traces throughout the 19 analyzed years.

D. Source IP host diversity

The next characteristics we focus on here are the diversity
of unique srcIP hosts and three-tuples (srcIP, dstIP,
next proto) across the years, since the more diverse these
hosts are, the more IPv4 fragmentation is widespread over the
Internet.

Figure 5 shows that the number of srcIP hosts which
traffic is fragmented is not stable over time, without a general
increase nor decrease. The minimum is at 493 in 2021,
the maximum at 25,567 in 2009, and the mean is 5,539.
To understand whether only one or few problematic routers
cause the fragmentation on the datagrams’ path, we group /32
addresses that belong to the same /24 prefixes. On average,
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Fig. 5: Number of source hosts and three-tuples.

we find that the number of /32 hosts is about three times the
number of /24 prefixes. A lot of /32 hosts are thus unique in
their corresponding /24 prefix. However, we do not know if
these /32 are end-hosts or NAT or VPN-related devices. The
three-tuple numbers are also unstable. There is not a perfect
correlation with the number of source hosts, since there can
be i) a relatively low number of source hosts but high number
of three-tuples as in 2008, 2023, 2024, or 2025 and ii) a close
number of source hosts and three-tuples as between 2009 and
2014 and between 2016 and 2018. However, even if there is
a large number of hosts which traffic is fragmented at some
points, only one host is responsible for more than 40% of the
series in seven years, and it even reaches 70% in 2011 and
80% in 2022. It is only in 2009, 2010, and 2023 that it took
more than ten hosts to reach 50% of the fragmented series.
See the details in Section E.
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Takeaway

IPv4 fragmentation is still observed and accounts for at
least 0.03% every year. UDP, TCP, ICMP, GRE, and ESP
are the next IP protocols the most observed. They are well
distributed across the years, except for GRE that stopped
in 2015. UDP/DNS is the most fragmented service, and
represents 18.62% of all the UDP/DNS IPv4 traffic. Other
UDP services are constantly observed over the years, such
as QUIC, IPsec, or OpenVPN. On average, 5,539 hosts send
IPv4 traffic that is eventually fragmented, but a few talkative
hosts concentrate most of the traffic.

IV. ANALYSIS OF SERIES WITH MISASSOCIATION
EVIDENCE

There have been concerns that the increasing host through-
put would lead to more fragment misassociations, and thus,
data corruption, as explained in Section I. In this section,
we first assess whether the hosts implemented the RFC 6864
countermeasure, i.e., rate-limited themselves, to prevent this
problem from happening when sending non-atomic datagrams.
Second, we perform some header field analysis to evaluate
whether the series were not generated by suspicious (mali-
cious, buggy) hosts.

A. RFC 6864 compliance

This subsection details the method used to evaluate if the
hosts rate-limit themselves. Then, it describes the results.

1) Method: To assess the hosts’ compliance, we use a
multi-step method which is represented in Figure 6.

a) Series filtering based on inter-arrival times: First,
we gather all the fragments that have the same four-tuples
(srcIP, dstIP, IPID, next proto) in the traces. It
corresponds to using a 900-second time window to group
the fragments in series [11], [16]. Inside these series, over-
lapping fragments, i.e., fragments that carry data for the
same fragment offset, are likely to be from different original
datagrams, except if they are network duplicates. By analyzing
the inter-arrival times (IATs) between the series’ overlapping

fragments, we deduce if an host rate limit itself. Such series
correspond to overlap and duplicate series in Shannon et
al. [11] terminology. However, we only study duplicate series
with fragments of offset zero that have different transport
header checksums, thereby preventing the inclusion of network
duplicates. In the following, we consider only series with
fragments that overlap within 120 seconds on average®, which
is the example of maximum datagram lifetime (MDL) given
by RFC 6864, and we consider this as an upper bound.
In Figure 6, the first two y in case 1 illustrate a network
duplicate. The IAT median of case 1 is greater than 120
seconds; the series is thus not analyzed.

b) Series filtering based on srcIP hosts: Then, for
every source srcIP host present in the traces, we select the
series with the largest number of fragments, which we consider
the worst case scenario. In Figure 6, it would correspond to
case 2 if the series have the same srcIP.

c) Estimate of srcIP hosts’ MDL: Finally, we compute
the hosts” MDL estimate as the minimum of the IATs between
the overlapping fragments of the hosts’ selected series. We
consider that a host does not rate limit itself if it reuses the
IPID within 5 seconds. This time, considering that the series
illustrated in Figure 6 are sent by different hosts, we thus
consider that the host represented by the series in case 2 is
not RFC compliant, while the host of case 3 is.

2) Analysis: We split the analysis periods in three: the first
one (2007-2014) up to the RFC release, the second one (2015-
2020) until the COVID pandemics, and the last one (2021-
2025) for the remaining years. We carefully selected these
time periods to align with the trends detailed in Section F. We
counted 214, 177 and 523 hosts that reused the IPID within
120 seconds, for a total of 53,433, 38,940 and 7,885 hosts,
where the first number corresponds to the year range 2007-
2014, the second to 2015-2020, and the third to 2021-2025.
Overall, there is thus a relatively small chance (between 0.4%
and 6.6%) that a host sends fragmented traffic that could be

3Here, the terms “average” refers to the median.



misassociated in the end. Furthermore, the proportion of hosts
that generated fragments with constant IPID significantly
increased between the first two periods, from 3.7% (8 hosts) to
41% (73 hosts). It finally returned to approximately the same
initial proportion, at 5.0% (26 hosts). Since RFC 6864 lifted
the IPID uniqueness constraint for atomic datagrams, some
hosts may have incorrectly implemented it*. Some malicious
hosts could also be the source of these constant IPID series.
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o
o

o
o

N
i

—— 2007-2014, min
----- 2007-2014, median
—— 2015-2020, min
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Fig. 7: Source host MDL estimation.

Figure 7 plots an estimated MDL of the hosts that reused
the TPID within 120 seconds before and after RFC 6864’s
publication. Between 2007 and 2014, the hosts reusing the
IPID within 5 seconds accounted for approximately 19%
of all the hosts that reused the IPID within 120 seconds.
After the RFC release, this host proportion has tripled to reach
58% in the period 2015-2020, and then decreased of a third
in the period 2021-2025. This observation is consistent with
the general trend of increasing host throughput, but it also
means that many hosts do not comply with RFC 6864. We
identify the following potential factors for the increase in the
MDL estimates after 2014 and its decrease after 2020: traffic
volume increase, post-COVID usage changes, IPv6 adoption.
We however do not have any strong causal evidence for any
of these factors. In the period 2015-2020, we can see some
vertical steps (after the one around zero) which may indicate
a shared behavior between some srcIP hosts. We do not
see clear vertical steps for the period 2021-2025. Thus, if a
maximum egress traffic rate is set, it likely means this is a
specific host configuration. In other words, there is likely no
hardcoded or default value in OSes’ IPv4 stacks.

B. Header field analysis

This subsection evaluates if the overlap and duplicate series
analyzed in the previous subsection, i.e., series with at least
two overlapping fragments, are not generated by suspicious

4Salutari et al. [25] measured 39% constant IPID in 2017 and Feng et
al. [26] measured 17% in 2022. We suppose they did not distinguish between
atomic and non-atomic datagrams, though.

senders. To do so, we analyze some fragments’ header fields
in Table II. We particularly measured whether any fragment in
series has the DF bit set (because DF and MF bits must not be
set at the same time) and a low TTL (because such fragments
likely correspond to IDS and middlebox evasion attempts).
Within the duplicate series, a relatively high number of series
have the DF bit set (16,221) from 2007 to 2014 and a TTL
value under 10 (1,397) from 2015 to 2020; however, they are
generated by only a few hosts. We also analyzed the size of
fragments with MF = 1 bit (set), i.e., the leftmost fragments.
We observe that series’ leftmost fragments can have up to
seven different sizes, which is a clear sign of suspiciousness,
as it is unlikely that a datagram is fragmented more than
twice (to accommodate more than three distinct MTUs). They
represent a few 151 duplicate and 169 overlap series, but
are caused by 2.9% and 16.4% of the related series hosts(!).
Moreover, fragments with sizes lower than 576 should not be
observed because all IPv4 implementations must be able to
accept packets up to that size [14]. In the analyzed traces,
these fragments have completely disappeared since 2021. To
conclude, the majority of the series with overlapping fragments
analyzed in Section IV-A do not exhibit suspicious behavior
and are, thus, unlikely to be due to buggy or malicious hosts.
However, a significant proportion of the hosts that generated
the overlap series (where the fragment offsets do not
perfectly align) are suspicious.

Takeaway

The RFC 6864 prediction has come true: throughput in-
crease has gone along with more possible fragment mis-
associations. In the analyzed traces prior to this RFC
release, approximately 20% of the hosts that reused the
IPID did so within 5 seconds. This proportion has reached
58% between 2014 and 2020 and 44% between 2021 and
2025. Therefore, many hosts do not comply with the RFC
countermeasure, since they have not rate-limited themselves
when sending non-atomic datagrams or have used constant
IPID. Our fragment header field analysis did not reveal
evidence of suspicious activity for the majority of hosts
that reused the TPID.

V. DISCUSSION AND LIMITATIONS

This section first discusses the RFC 6864 requirements’
targets. Second, it considers denial-of-service attacks via IPv4
fragmentation and their presence in the analyzed traces. Then,
we address one of the MAWTI dataset limitation by comparing
the 15-minute daily traces dataset with part of the 24-hour
traces dataset. Finally, we discuss the extension of the paper’s
results to IPv6.

A. RFC 6864 targets

RFC 6864 applies to any host connected to the Internet (e.g.,
end-hosts, VPNs, NATSs) as detailed in this RFC’s Section
5.3.1. In this paper, we consider hosts exposed to the Internet
rather than all hosts with Internet access. NAT device detection
used to be possible thanks to IP and TCP stacks behaviors [27],



Number with...

Series
Years Total nb of... . MF=1 frag. with...
type DF' bit set TTL < 10 mult. sizes size < 576
hosts series hosts series hosts series hosts series hosts series
Duplicate 0725 _ _ 83 _ SMLTT__4_ 16314 __ 6 1397 __ 25 5L __ 8 7L
(with inconsistent 07-14 202 1,794,920 4 16,221 0 0 3 115 3 668
checksum) 15—2(_) l73 1,043,467 2 2 6 1,397 ]? 17 5 43
21-25 502 2,603,350 8 91 0 0 5 19 0 0
07-25 318 783,710 5 99 0 0 52 169 5 568
Overlap ’077117777(77757787.437777737777)7777(7777(777757777417771775327’
15-20 56 85,114 0 0 0 0 17 17 1 36
21-25 193 120,159 2 2 0 0 30 108 0 0

TABLE II: Summary of overlap and duplicate series with suspicious header field values. There are 105,799,716 series.

[28]. These predictable behaviors seem to have decreased but
did not disappear [25], [26]. Other NAT detection techniques
often rely on application payload analysis [29] but we do not
have access to this data. VPNs endpoints may also be detected
using TCP or UDP ports, or network traffic metadata [30].
However, since VPNs are often deployed using non-standard
ports, the port-based approach may under-estimate VPN traf-
fic. We want to explore the impact of VPNs and NATs on
fragmentation in future work.

B. DoS attacks through fragmentation

Some DoS attacks abuse IPv4 fragmentation. The literature
described several of these attacks, e.g., Ping of Death [4],
[16], Rose Attack (or incomplete packet attack) [31]. In this
subsection, we first briefly describe the attack characteristics
and, then, we provide some occurence information on the
analyzed traces.

a) Ping of Death: One of the most famous DoS using
fragmentation is the Ping of Death, which was described in
1996. This attack consisted in splitting a ping on top of
an original datagram whose size is invalid, because higher
than the maximum 64 KB. At that time, the resulting buffer
overflow caused some hosts to crash or reboot. In their 2008
analysis [16], John and Olovsson did not observe any Ping of
Death. Througouh the 19 analyzed years, we only observed
44 of such Ping of Death, in 2007.

b) Incomplete packet attack: In this class of DoS attacks,
the attacker aims to exhaust the victim resources. They try to
send as much fragmented datagrams as possible to the victim,
in such a way that one or several fragments of the series
are missing. These datagrams have different IPIDs so that a
queue is created for every original datagram. These malicious
fragment series are, thus, Incomplete series. In Figure 2,
Incomplete series are over-represented in 2014 (42%), 2015
(22%), and 2017 (24%). Most of these series correspond to
some DNS and OpenVPN traffic (see the corresponding circles
in Figure 4a). However, the hosts which sent these many
Incomplete fragment series also sent a lot of Complete ones.
Since Incomplete series can also be explained by the series’
location in the capture or by fragments taking different paths,
this traffic may correspond to DoS attacks or legitimate traffic.

C. Comparison with longer traces

From 2011 and once a year, a longer trace (24h) has been
captured at the same Samplepoint-F. Because MAWI daily
traces are always captured at the same time during the day (i.e.,
1 p.m.), one could argue that the analyzed traces correspond
mainly to working-related traffic. Therefore, we compare the
findings presented in the two previous result sections (which
are based on 15-min daily captures) to part of these longer
traces. We randomly select 15 minutes inside every 4 hours
time-window in these 24h traces, which amounts to 6 traces
per 24h trace.

1) Overview: The two datasets exhibit about the same
proportion of fragmented traffic. However, we observed a big
volume of fragments in 2021, representing more than 20%
of the overall IPv4 traffic. When constructing the stateful
fragment series, we observe very few overlap and duplicate
series across the years but about the same proportion of
incomplete series in comparison to the daily traces’ dataset.
Nine out of the 10 PMTU values reported in Table I are shared
by both datasets when using weighted data (i.e., every year has
the same weight).

2) UDP and TCP services: Except for the ports 1026
and 1027-related services, we measure the exact same UDP
services as plotted in Figure 4a in the 24h traces’ top 10.
The ports 22 (SSH) and 155 (netsc-dev) supplement this top
10 and are observed for only two and three years. The TCP
services we could identified as fragmented in the 24h-related
dataset are HTTP, HTTPS, IMAP, and SMTP, which were also
identified in the daily traces’ dataset.

3) RFC 6864 compliance: Between 2011 and 2013, we
counted only two srcIP hosts that reused an IPID within
120 seconds. They were 29 after 2013. Computing MDL
estimates for these hosts would not be representative, as there
are too few of them.

4) Conclusion: To sum up, both daily and longer traces’
datasets share many characteristics. The daily traces’ dataset is
not biased by an over-representation of working-related traffic.

D. IPv6 fragmentation

Despite its standardization beginning in 1998 [32], IPv6
adoption really began in 2013, with each year gaining a
growing share of the overall Internet traffic [33], [34]. This
new IP version introduced extension headers, e.g., fragment



header, easing packet routing. The fact that 1) any IPv6
implementation should be able to process a 1280-byte packet
(instead of 576-byte for IPv4) and that 2) the fragmentation
can only occur at the source host should have limited IPv6
fragmentation in comparison to IPv4. According to some
preliminary studies, however, there have been signs of IPv6
fragmentation at a level comparable to IPv4 [5], [35]. The frag-
ment header’s IPID field is 32-bit (inseatd of 16-bit for IPv4).
This larger space should limit IPv6 fragment misassociations,
but cannot completely protect against them. A study that
revisits our research questions regarding IPv6 fragmentation
should therefore be conducted.

VI. CONCLUSION

We conducted an 19-year longitudinal study of IPv4 frag-
ments in MAWI traces. Our analysis showed that the frag-
mented IPv4 traffic has accounted between 0.03% and 1.48%
(bytes and packets) of the total traffic every year. In con-
sistency with other studies, we found that UDP is the most
fragmented next protocol, and DNS is the most fragmented
UDP service. A significant number of hosts (from 493 to
25,567 each year) send IPv4 traffic that is fragmented at some
point. We assessed the hosts’ conformance with RFC 6864,
which is related to the rate limitation when sending non-atomic
datagrams. We found that more than 44% of the hosts do
not comply with an MDL of less than 5 seconds after this
RFC release. The problem seems limited so far, as a relatively
small number of hosts actually had to reuse IPID within 120
seconds. However, there can be some episodes, such as the
evolution of services (e.g., DNSSEC) or the introduction of
new services (e.g., QUIC), that (more or less) temporarily
require fragmentation. IPv4 stack maintainers should thus
take care implementing fragmentation in compliance with
standards; for example, no constant IPID for non-atomic
datagrams. Finally, the research community should revisit the
IPID algorithm study to distinguish between atomic and non-
atomic datagrams. It should also conduct a similar analysis on
IPv6, which can be subject to the same IPv4 fragmentation-
related issues.
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APPENDIX
A. Ethics

This work does not raise any ethical issue. The non-
anymised IP addresses are used only for comparison across
traces and we did not have access to the packet payload.

B. PMTU
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Fig. 8: Left, i.e., with bit MF set, fragment sizes.

Figure 8 provides a fine-grain evolution representation of
the left fragment sizes. Except for the 1480-related line, we
do not observe other full horizontal lines, which represent
a presence in all the 1,900 traces. We can see discontinued
lines above 1400, indicating that these PMTUs are present
in all years but not in all traces, nonetheless. Others clearly
decreased significantly at some point; for example, 552, 1280,
and 1376 stopped in 2017.

C. Original (guessed) datagram sizes

For each fragment series, we deduce the original datagram
sizes by looking at the rightmost, i.e., with bit MF unset, frag-
ment of the series. We compute the y-axis values of Figure 9
by summing these rightmost fragments’ data length and offset
(multiplied by its unit, 8 bytes). To improve readability, we
only compute sizes from 0 to 10000.

Instead of focusing on size ranges as Figure 3 does, Figure 9
reports the accurate original datagram sizes and, thus, gives a
more precise idea of the measured sizes inside the ranges.
In particular, we can see that most of the sizes in the range
[1481,65515] are between 1481 and about 4000 bytes, except
in 2012 and 2013-2014, when they reach about 7000 bytes.
For these three years, we observe black or orange vertical
bars which indicates that we measured many different values
of the range [1481,7000]. In 2012, one unique srcIP is
responsible for 62% of these values, and another unique
srcIP is responsible for 96 and 97% of them in 2013 and
2014. In these last two years, the host always send UDP
from port 19 (CHARGEN in IANA [22]). Finally, regarding

10000
106
Y 7935
© 7400 1 5
e 10
8
g
< 5920 1 104
S o
H i
n 4440 4 103 2
$ 4096 4 z
C
T 2960 10?
°
S 2048
1480 A 10!
0 100

D Y Y Y Y Y Y RY LYY
QYQ7Q7Q7Q7Q7Q7Q7Q7Q
A O A A I T s Ky n G AR 2O o oS ) o b o
Q' V"L’V Y VLV Y
AR AA AR AP AP AR A A AP A

Fig. 9:
series.

Original (guessed) datagram size across fragment

the [556, 1479] range, many different values are concentrated
between about 1400 and 1479, but not much below 1400.
D. Fragmented IP next protocols

Figure 10 plots the next IP protocol distribution over the
years.
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Fig. 10: Next IP protocol distribution (bytes).

E. Host diversity

Figure 11 plots the cumulative traffic generated by the
source IP hosts across the years. Each line corresponds to
one host and the hosts are ordered by number of generated
fragment series. We remark that only one host is responsible
for more than 40% of the series in seven years, and it even
reaches 70% in 2011 and 80% in 2022. Only in 2009, 2010,
and 2023 it took more than 10 hosts to reach the 50% of
the fragmented series. Few hosts thus are very talkative and
concentrate most of the fragmented traffic while there is a long
tail of hosts sending few fragmented traffic. When comparing
with Figure 1, we note that IPv4 fragmentation peaks are



not related to a specific increase in the number of sources
in Figure 5 nor one very talkative host in Figure 11.
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Fig. 11: Cumulative traffic of the top source hosts.

F. Estimate of source host MDLs

Figure 12 plots the cumulative srcIP hosts for MDL
estimates under 5 and 30 seconds across the years. We observe
two main inflection points that most likely correspond to two
events, with a l-year delay. The first one is the RFC 6864
release in 2013, but we only notice a main change in the plot
from 2015. To evaluate whether the RFC 6864 publication
has actively impacted host behavior, we use the 2014-2015
inflection point. The second inflection point corresponds to
the COVID pandemic, as shown in the plot. Note that we are
unsure whether these two events are the actual causes of the
changes observed in Figure 12, but they are convenient for the
analysis. We thus split the analysis period into three: the first
(2007-2014) up to the RFC release, the second (2015-2020)
until the COVID pandemic, and the last (2021-2025) for the
remaining years.
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Fig. 12: Cumulative source hosts with an MDL estimate under
5 and 30 seconds.



