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Abstract—Large-scale mobile traffic forecasting is important
for closed-loop 5G/6G network automation, where prediction
models must remain accurate under non-stationary traffic dy-
namics while also meeting strict efficiency constraints. Existing
spatiotemporal architectures often trade off expressive spatial
modeling against scalability, or degrade during multi-step rollout
when traffic patterns drift. We propose NeST-S6, a nested-
learning forecasting framework that combines a spatially local
PDE-aware selective state-space core with a persistent error-
driven memory. The fast learner performs patch-level prediction
with input-conditioned state updates, while the slow learner
adapts long-term memory when prediction errors signal changing
traffic behavior. Across three real-world datasets, including Italia
mobile traffic grids, event-derived spatial fields, and graph-
derived kernel layouts, NeST-S6 improves single-step accuracy,
maintains more stable autoregressive rollouts, and remains robust
under controlled distribution drift. On Milan, it reduces RMSE
by up to 29% against strong Mamba-family and attention-based
baselines and preserves a 17% advantage at the sixth rollout
step. The nested memory reduces MAE by up to 85% under drift,
while the patch-based design lowers MACs by 4.3× and inference
latency by 34× relative to competitive scalar predictors. These
results show that PDE-aware state-space forecasting with nested
adaptation is a practical and scalable solution for deployment-
oriented mobile traffic prediction; code and implementation
details are available at [1].

Index Terms—mobile traffic forecasting; state-space models;
spatiotemporal prediction; drift robustness; efficient inference.

I. INTRODUCTION

Accurate and low-latency mobile traffic forecasting is be-
coming a core capability for closed-loop automation in modern
5G and emerging 6G networks. As deployments become
denser and more heterogeneous, operators increasingly re-
quire short-term forecasts to support resource allocation, load
balancing, and energy-aware control. Traffic observations are
organized as a spatiotemporal 2D grid over an urban region,
where each cell stores the aggregated activity of a geographical
area at regular time intervals. The forecasting task is to predict
the next spatial traffic field, or a local traffic patch, from past
observations.

This setting poses several challenges. First, the model
must jointly capture temporal dynamics at each location and

local spatial dependencies between neighboring cells. Sec-
ond, realistic traffic maps may contain thousands of spatial
locations, making scalability and inference latency critical for
deployment. Third, mobile traffic is inherently non-stationary,
exhibiting daily cycles, and distribution drift that cause error
accumulation in autoregressive multi-step prediction.

Existing approaches span convolutional, recurrent, and
attention-based architectures [2]–[8]. Spatiotemporal convo-
lutional models capture local structure well, but their re-
current convolutional updates can become weak as spatial
resolution grows. Attention-based methods improve repre-
sentation power, yet global or wide-range attention often
increases computational cost and memory footprint due to
their quadratic complexity. State Space Models (SSMs) offer a
promising alternative through linear-time sequence modeling
and hardware-expanded recurrence [9]; however, they do not
explicitly address stable rollout or drift adaptation in large-
scale mobile traffic settings.

In this work, we propose NeST-S6, a nested-learning spa-
tiotemporal forecasting framework built around a spatially
local, PDE-aware selective state-space model with persistent
memory. Rather than using a generic 1D SSM unchanged
in a spatial encapsulation [10] or a 2D SSM in a temporal
encapsulation [5], NeST-S6 spatializes the recurrence with per-
location hidden states, input-conditioned and spatially varying
coefficients, and a stable PDE-aware transition that is designed
for grid-structured rollout. The architecture separates short-
term prediction from long-term adaptation: a Fast Learner
performs patch-level forecasting using this local state-space
core, while a Slow Learner updates persistent spatial memory
whenever prediction errors indicate that the input dynamics
have changed [11]. The PDE-aware formulation encourages
stable, physically plausible spatial evolution, and the nested
memory improves robustness under drift without sacrificing
inference overhead.

The main contributions of this paper are as follows. (i)
We introduce NeST-S6, a modified selective state-space ar-
chitecture for grid-based mobile traffic forecasting that turns
standard SSM recurrence into a locality-preserving spatial
predictor through per-location hidden states, input-conditioned978-3-903176-83-6 ©2026 IFIP



spatially varying coefficients, and a PDE-aware stable transi-
tion. (ii) We implement a nested-learning memory mechanism
that adapts to temporal drift through error-driven updates.
(iii) We show how this spatial SSM design supports scalable
patch prediction in deployment-oriented settings, clarifying the
practical distinction of NeST-S6 relative to ConvLSTM-based,
standard 1D/2D SSM, and Mamba-based approaches. (iv) We
show improved accuracy, rollout stability, generalization capa-
bility, drift robustness, and efficiency across three real-world
datasets, including up to 34× lower latency than competitive
scalar predictors.

II. BACKGROUND AND RELATED LITERATURE

Early mobile-traffic forecasting framed the task mainly as
temporal sequence prediction. Vanilla RNNs, LSTMs [12],
and GRUs [13] improved on classical baselines such as
ARIMA [14], but they modeled each location largely as an in-
dependent time series and therefore missed interactions across
neighboring cells [15], [16]. MuLSTM, for example, uses dual
LSTM branches for traffic and handover streams [17], while
hybrid variants [18], [19] improve long-horizon forecasting at
the cost of added complexity. These results establish the value
of temporal memory, but they are not sufficient for dense grid-
based forecasting.

To capture spatial structure on regular layouts, later work
adopted spatiotemporal grid models such as ConvLSTM [2],
and convolution-attention hybrids such as STN [7] and
STTRE [4]. These models are effective when traffic is arranged
as an image-like grid because they encode local neighborhood
interactions directly. However, richer recurrent convolutions
and attention modules become expensive at larger spatial reso-
lutions, which limits their practicality for deployment-oriented
forecasting where latency and memory footprint matter. This
limitation motivates the employment of an SSM core in our
NeST-S6 model.

When the spatial domain is irregular, graph-based traf-
fic forecasting methods become more natural. Approaches
(e.g., [20], [21]) integrate graph convolutions with recurrent
or attention modules to encode relations between nodes,
while more advanced frameworks such as DSTL adapt shared
predictors across clustered gNodeBs [22]. Graph models are
expressive, but they often depend on explicit topology de-
sign, dynamic graph construction, or heavier message-passing
pipelines, which complicates scalable forecasting across het-
erogeneous data sources.

State Space Models (SSMs) have emerged as efficient alter-
natives for long-sequence modeling. Attention-based forecast-
ers (e.g., [23]–[25]) improve temporal representation through
attention, decomposition, or spectral modeling, but they still
usually treat traffic series independently and do not directly
model inter-cell dependencies. More recent SSM-based ap-
proaches extend Mamba-style recurrence to graphs or visual
data. Mehrabian et al. [26] proposed a graph predictor with
dynamic graph adaptation inside a bidirectional Mamba block,
while Vision Mamba variants [27] and video models such as
VMRNN [5] adapt SSM principles to image-like tasks. These

directions show that SSMs are applicable, but they keep the
core formulation geared toward generic sequence, graph, or
vision settings rather than a spatially local, input-conditioned,
and rollout-stable predictor for mobile traffic forecasting.

Prior work also extended STN by coupling an sLSTM
branch with a Conv3D spatial branch through attention [28].
Although accurate, this design increased memory usage,
MACs, model size, and latency. Another line of work proposed
a kernel-to-scalar Mamba-based predictor, HiSTM [10], which
performs strong local forecasting but requires K2 forward
passes to reconstruct a K × K kernel. This leaves a clear
need for a model that predicts local traffic kernels directly
rather than scanning one pixel at a time, which NeST-S6 is
designed to perform.

Taken together, the literature leaves three gaps. First, ex-
isting SSM-based models are not designed as spatially local
predictors for grid-based traffic forecasting; NeST-S6 ad-
dresses this by introducing per-location hidden states, input-
conditioned spatially varying coefficients, and a PDE-aware
stable transition for locality-preserving spatial recurrence.
Second, accurate spatiotemporal predictors such as attention-
heavy grid models and kernel-to-scalar decoders remain costly
in memory, latency, or decoding time; NeST-S6 addresses
this with scalable patch prediction, producing spatial patches
directly instead of reconstructing them one cell at a time.
Third, existing SSM, graph, and vision variants do not target
adaptation under drift in mobile traffic settings; NeST-S6
addresses this with a nested-learning memory that adapts
through persistent error-driven updates. These design choices
aim to make the model better aligned with deployment-scale
traffic forecasting, where efficiency, robustness, and predictive
accuracy all matter.

III. UNIFIED FORECASTING FORMULATION

First, we define a unified forecasting interface that is shared
across all datasets. This allows the same forecasting architec-
ture to operate on native mobile traffic grids as well as on
event-log and graph-derived data after spatial conversion.

We represent each dataset as a sequence of spatial frames

M = {M1, . . . ,MT }, Mt ∈ RH×W ,

where Mt denotes a scalar field at time t on a fixed spatial
grid. For datasets that are not natively rasterized, we construct
fixed 2D representations as described later in Section V.

Given a lookback window of length L, supervised one-step-
ahead samples are defined as

Xt = (Mt−L+1, . . . ,Mt) ∈ RL×H×W , (1)

yt = Mt+1 ∈ RH×W . (2)

The forecasting model fθ : RL×H×W → RH×W is trained to
predict the next spatial field from the previous L observations.

In our setting, the prediction target may correspond either
to the full grid or to a local spatial kernel extracted from the
grid. This patch-based view is especially important for large
traffic maps because it preserves local spatial structure while



Figure 1. (a) NeST-S6 block, highlighting the PDE-aware SSM, Context
Gate, and Nested Memory components. (b) Network flow across time: each
block receives the input frame X(tn), hidden state hn−1, and memory
Mn−1, and produces prediction y(tn+1) and updated memory Mn. Code
and implementation details are available at [1].

reducing the cost of full-grid forecasting. It also provides a
common interface across regular grids, event-derived grids,
and graph-derived kernel layouts.

IV. NEST-S6 MODEL AND BASELINES

This section introduces the NeST-S6 model at a high level,
then presents its technical formulation and the baseline models
used in the evaluation.

A. NeST-S6: Fast Prediction with Slow Adaptation

We propose NeST-S6, a nested-learning spatiotemporal
forecaster that combines a Fast Learner for next-step predic-
tion with a Slow Learner (Nested Memory) that maintains a
persistent spatial memory [11], as seen in Figure 1. The Fast
Learner is a recurrent predictor built on a selective state-space
core, modified so that each grid location carries its own hidden
state and evolves under spatially varying, input-conditioned
dynamics. The Slow Learner updates the memory only when
the Fast Learner’s one-step prediction error grows, treating that
error as a signal that the local traffic regime has shifted. This
separation lets the model react quickly to recurring patterns
while adapting more slowly to drift.

Two design choices distinguish NeST-S6 from a standard
sequence SSM: (i) the state-space update is PDE-aware, mean-
ing it uses a stable exponential discretization with spatially
varying coefficients and a Laplacian regularizer that encour-
ages physically plausible spatial evolution; and (ii) a nested
memory runs as a slow outer loop alongside the predictor,

accumulating error-driven context that can be reinjected into
the fast path.

Fast Learner: Given a sequence of frames mt ∈ RH×W ,
we form a two-channel input from the current frame and its
temporal difference:

ut = concat(mt,mt −mt−1). (3)

A convolutional stem projects ut to a latent context zt, and n
NeST-S6 blocks are applied. Each block combines depthwise
convolution + SiLU for local mixing, windowed 2D attention
for short-range context, and a PDE-aware SSM core. Let xt

denote the feature tensor entering the core. The per-location
update is:

ht = exp(Aeff,t ⊙∆t)⊙ ht−1 +
(
∆t ⊙ xt

)
⊙Beff,t, (4)

yt =

Ds∑
s=1

h
(s)
t ⊙C

(s)
eff,t +Dskip ⊙ xt. (5)

Eq. (4) decays the previous state through a stable exponential
factor and refreshes it from the current input, retaining useful
history without unstable growth. Eq. (5) reads out the state
while preserving a skip path from the current features.

PDE-aware parameterization. The coefficients
(∆t,Beff,t,Ceff,t) are generated from xt via lightweight
1 × 1 convolutions and low-rank spatially varying maps,
giving each location its own update strength and input/output
coupling. The base transition is constrained for stability as

A = − exp(Alog), Aeff,t = A⊙ (1 + γ tanh(Amod,t)) ,
(6)

where Amod,t is a compact input-conditioned field and γ a
learned scaling factor. The negative exponential anchors the
dynamics to a stable base, and the modulation lets the model
adapt this base to the current traffic context. Full coefficient-
generation equations are deferred to Appendix A-A.

We additionally add a Laplacian consistency term that
matches the discrete Laplacian ∇2 (a fixed 3 × 3 kernel) of
prediction and target:

L∇2 =
∥∥∇2m̂t+1 −∇2mt+1

∥∥2
2
. (7)

This penalizes noisy spatial artifacts while preserving localized
peaks. Together, the stable exponential discretization and the
Laplacian regularizer give the core its PDE-aware character:
the recurrence mirrors a discretized spatial dynamical system,
and the loss biases predictions toward smooth, physically
plausible spatial evolution.

Slow Learner: The Slow Learner maintains a persistent
spatial memory Mt ∈ RB×D×H×W . At each step, the Fast
Learner’s one-step prediction error is converted into a spatial
surprise signal St that flags grid locations where the predictor
disagrees with the observed evolution (see Appendix A-B).
Surprise is then used to update memory:

Mt = λMt−1 + (1− λ)ϕopt(zt,St), (8)



where λ is a learned decay. The updated memory is reinjected
into the Fast Learner through a context gate:

z̃t = zt + σ(Conv1×1(concat(zt,Mt)))⊙Mt. (9)

Memory therefore acts as an error-driven, slowly adapting
context: it accumulates only where the fast predictor falls
behind, and influences future predictions only where the gate
finds it useful. This keeps the per-step predictor focused on
short-term dynamics while letting the memory absorb longer-
term drift.

B. Baseline Models

To assess the performance of our approach, we compare
NeST-S6 against baselines representing the modeling families:
(i) a mamba-based spatiotemporal predictor crafted for single-
tower predictions (HiSTM [10]), (ii) convolutional/recurrent
spatiotemporal modeling that builds on ConvLSTM and CNNs
(STN [7]), (iii) temporal convolution with multi-periodicity
modeling (TimesNet [25]), (iv) Transformer-based spatiotem-
poral attention (STTRE [4]), and (v) Mamba/RNN-hybrid
sequence modeling (VMRNN-D [5]).

Other than in §VI-F, we adapt the standard HiSTM to
predict patches (instead of scalars) by replacing the final dense
scalar prediction head with a patch-level prediction head, and
denote it as HiSTM-P (HiSTM for patches).

V. DATASETS AND EXPERIMENTAL SETUP

This section describes the datasets, the spatial conversion
pipeline, and the training and evaluation setup.

A. Datasets

Table I summarizes all datasets and their configuration.
a) Raster datasets: The Italia Telecom traffic grids [29]

are the primary networking benchmark, with the task of
forecasting next-frame cellular traffic intensity over dense
urban regions. They are provided on fixed grids of size
100×100 (Milan) and 117×117 (Trentino) and exhibit strong
spatial heterogeneity with concentrated hotspots and large low-
activity regions.

b) Event-log dataset: Shanghai Telecom [30] casts
spatiotemporal forecasting as predicting next-frame spatial
activity-intensity fields over a city grid, where the grid itself
must be reconstructed from timestamped event records with
geographic coordinates. The task tests whether the model re-
mains effective when the spatial field is derived from irregular
event observations rather than provided directly.

c) Graph-based dataset: PedalMe London [31] provides
next-step courier demand forecasting at the node level, defined
over a graph of 15 nodes with pairwise relationships that
we map to a fixed 2D kernel representation. This serves as
a complementary test of whether the proposed kernel-based
representation and local SSM design generalize beyond native
raster traffic grids.

B. Spatial Representation Construction

To unify all datasets under the formulation of Section III,
non-raster data are converted into fixed 2D grids.

1) Event-Log to Grid Mapping: For Shanghai Telecom,
we construct a regularly sampled spatial grid by binning
timestamps to a fixed temporal resolution, then mapping
latitude/longitude coordinates to a fixed H × W grid using
a robust bounding box defined by coordinate quantiles, and
finally counting events per grid cell per time bin.

To reduce dynamic range in count data, we apply a log(1+
x) transform prior to normalization.

2) Kernel-Grid Mapping for Graph Datasets: Graph-
structured datasets are converted into per-node kernel grids.
Let x ∈ RT×N denote the node-time matrix. For each center
node i, we define a fixed index map Πi ∈ {0, . . . , N−1}H×W

that orders other nodes by strength of association with i, plac-
ing strongly associated nodes near a designated kernel center.
Applying Πi to x yields a per-node kernel-grid sequence

M (i) ∈ RT×H×W .

For PedalMe London, association weights are taken directly
from the provided graph edges, with N = 15 and kernel size
5× 3.

C. Sample Generation, Splitting, and Normalization

Supervised samples are generated using the windowing
rule of Section III. We employ stride-1 next-frame prediction
across all datasets.

Real-world datasets are split chronologically to prevent tem-
poral leakage. Shanghai Telecom uses a month-based temporal
split. For the short PedalMe series (T = 36), we enforce strict
separation by splitting according to the predicted target time
index rather than slicing the raw timeline.

Normalization parameters are always estimated from train-
ing data only and reused unchanged for validation and testing.
Milan uses global z-score normalization. Shanghai Telecom
applies log(1+x) followed by global z-score scaling. PedalMe
employs per-node z-score normalization.

D. Training and Evaluation Setup

We implement NeST-S6 in PyTorch using GPU-optimized
operators. Code and additional implementation details are
included in the repository [1]. Training and inference are
performed on a server with one NVIDIA A100 80GB GPU,
64 CPU cores, and 512 GB RAM, using CUDA 12.4 and
PyTorch 2.6.0+cu124.

For a fair comparison, all models are trained under the
same one-step-ahead forecasting objective and optimization
protocol; the only model-specific difference for NeST-S6
is the additional nested-learning outer-loop update used to
maintain long-term memory. NeST-S6 is trained for next-
patch prediction using a SmoothL1/Huber loss augmented with
the Laplacian consistency term of Section IV. We optimize
with AdamW (10−4 learning rate, small weight decay), clip
gradients for stability, and apply early stopping based on
validation loss.

We report several metrics after reversing normalization to
the original scale. Mean Absolute Error (MAE) captures av-
erage per-pixel deviation, Root Mean Squared Error (RMSE)



Table I
DATASETS AND EXPERIMENTAL CONFIGURATION. EACH TASK CONSISTS OF NEXT-FRAME PREDICTION: GIVEN L = 6 HISTORICAL FRAMES, PREDICT

THE SPATIAL FIELD AT t+ 1.

Dataset Domain Task: Forecasting Transform / scaling

Italia Milan Telecom traffic (raster) Next-frame cellular traffic intensity
(6× 100× 100) → (100× 100)

Global z-score

Italia Trentino Telecom traffic (raster) Next-frame cellular traffic intensity
(6× 117× 117) → (117× 117)

Global z-score

Shanghai Telecom Activity intensity
(event-log → grid)

Next-frame spatial event-activity intensity
(6× 32× 32) → (32× 32)

log(1 + x)
+ global z-score

PedalMe London Courier demand
(graph → kernel-grid)

Next-step courier demand per node
(6× 5× 3) → (5× 3)

log(1 + x)
+ per-node z-score

places greater emphasis on large errors, Peak Signal-to-Noise
Ratio (PSNR) measures reconstruction fidelity, and the co-
efficient of determination R2 summarizes explained variance
over the full grid. Across datasets, we report MASE (Mean
Absolute Scaled Error) as a scale-normalized comparison
measure. Because each dataset is independently normalized
before training, MASE serves as a within-dataset relative
comparison; cross-dataset MASE values should not be directly
compared.

VI. EXPERIMENTS AND ANALYSIS

The goal of the experimental evaluation is to determine
whether NeST-S6 improves spatiotemporal forecasting accu-
racy while remaining efficient and robust under non-stationary
conditions. We organize the evaluation around five questions:

RQ1) Does NeST-S6 improve single-step forecasting
accuracy across diverse spatiotemporal datasets?
(cf. §VI-A)

RQ2) Does the proposed PDE-aware local state-space de-
sign maintain more stable multi-step autoregressive
rollouts? (cf. §VI-B)

RQ3) Do Milan-trained models generalize to an unseen
target city under a strict zero-shot transfer setting?
(cf. §VI-C)

RQ4) Does nested memory improve robustness under drift
and changing traffic conditions? (cf. §VI-D)

RQ5) Does direct kernel prediction reduce the compu-
tational overhead of deployment-scale forecasting?
(cf. §VI-F)

A. Single-step Forecasting

To answer RQ1, we train all models on one-step prediction
for each dataset introduced in Section V and report the
evaluation scores in Table II. Overall, NeST-S6 achieves the
best results on all four datasets across all reported metrics.

On the large-scale Italia Milan grids, NeST-S6 shows the
largest margin, reducing RMSE (outlier-sensitive) from 11.92
to 8.42 while also improving MASE (1.049 → 0.916) and
increasing R2 from 0.964 to 0.982, consistent with improved
accuracy across both hotspot and low-activity regions.

On Italia Trentino, NeST-S6 achieves the best results across
all metrics, reducing RMSE from 7.20 (TimesNet, second-

best) to 4.60, improving R² from 0.972 to 0.988, and achieving
the highest PSNR (60.53 dB) and lowest MASE (0.93). No-
tably, VMRNN-D (the strongest baseline on Milan) performs
poorly on Trentino (RMSE 25.10, R² 0.65). The scaled error
MASE of VMRNN-D is lower than that of STN, yet its RMSE
is substantially higher, suggesting that VMRNN-D captures
the broad mean traffic level but struggles with sparse, high-
intensity peaks. This is consistent with Trentino’s traffic struc-
ture: unlike Milan’s dense urban core with many distributed
hotspots, Trentino exhibits a diffuse low-activity background
punctuated by a single dominant peak, making peak sensitivity
a key differentiator between models that otherwise appear
comparable on mean-level metrics.

On Shanghai Telecom, NeST-S6 performs better than
TimesNet/VMRNN-D across PSNR/RMSE/R2/MASE, indi-
cating stable single-step accuracy on an event-derived traf-
fic grid. On PedalMe London, NeST-S6 is best across
PSNR/RMSE/R2/MASE, with HiSTM-P as the closest com-
petitor. The uniformly low R2 values across all models on
PedalMe reflect the difficulty of this small-sample graph-
derived setting rather than model-specific failure, and the
relative ordering remains consistent with the other datasets.

These single-step gains are consistent with the first con-
tribution: the modified spatial SSM improves locality-aware
forecasting across both native traffic grids and converted kernel
layouts.

B. Multi-step Autoregressive Prediction

To answer RQ2, we focus on the Milan traffic grid and
evaluate 6-step autoregressive rollout, where predictions are
recursively fed back as inputs to measure error accumulation
and dynamical stability over the next hour (6 future steps).
Table III reports RMSE, PSNR, and R2 at each horizon.
Across all rollout steps, NeST-S6 attains the lowest RMSE
and exhibits a smooth, monotonic degradation profile, which
is consistent with the intended stability benefits of the PDE-
aware local state-space design.

NeST-S6 increases from 8.42 RMSE at step 1 to 17.16 at
step 6, while the strongest baseline (VMRNN-D) increases
from 11.93 to 20.79. NeST-S6 is 29% lower in RMSE at step
1 (8.42 vs 11.93) and remains 17% lower at step 6 (17.16
vs 20.79). This gap at longer horizons indicates improved



Table II
SUMMARY OF SINGLE-STEP FORECASTING ACCURACY OF NEST-S6 AGAINST BASELINES ACROSS DATASETS.

Dataset Metric NeST-S6 STTRE TimesNet VMRNN-D STN HiSTM-P

Italia Milan

RMSE 8.4220 17.8016 19.1857 11.9193 22.5250 29.0711
R2 0.9822 0.9207 0.9078 0.9644 0.8730 0.7884
PSNR 54.0500 47.5490 46.8980 51.0330 45.5050 43.2890
MASE 0.9156 2.3624 1.9523 1.0491 2.3856 3.0280

Italia Trentino

RMSE 4.5994 23.5817 7.2022 25.0959 9.9942 11.4093
R2 0.9884 0.6953 0.9716 0.6549 0.9453 0.9287
PSNR 60.5258 46.3284 56.6307 45.7879 53.7849 52.6348
MASE 0.9345 3.3320 1.7420 1.6157 1.9946 2.0590

Shanghai Telecom

RMSE 2.3946 4.6075 2.4490 2.5128 2.7466 3.6758
R2 0.8956 0.6134 0.8908 0.8850 0.8626 0.7539
PSNR 40.1633 34.4786 39.9682 39.7446 38.9718 36.4408
MASE 0.8414 1.4477 0.8901 0.9098 0.9287 1.2599

PedalMe London

RMSE 17.9774 22.0125 22.0366 28.4850 22.0875 18.9776
R2 0.4435 0.1657 0.1639 −0.3971 0.1600 0.3799
PSNR 15.4116 13.6527 13.6432 11.4138 13.6232 14.9413
MASE 1.1028 1.3813 1.3037 1.6704 1.3862 1.1658

robustness of NeST-S6 to compounding rollout errors. NeST-
S6 maintains a higher PSNR (54.05 → 47.87) and R2 (0.982
→ 0.926) than baselines throughout the rollout horizon. This
behavior supports the contribution that the PDE-aware spatial
SSM improves rollout stability beyond single-step accuracy.

Among the baselines, other than HiSTM-P, the models de-
grade monotonically across the horizon. Despite starting from
the highest step-1 RMSE (29.11), HiSTM-P shows almost no
degradation by step 6 (29.43, a range of 0.32), indicating that
its predictions change little with horizon rather than tracking
the evolving traffic state. This is consistent with its poor single-
step accuracy.

C. Generalization onto Unseen Data

To answer RQ3, we evaluate zero-shot transfer from Milan
to Trentino. All models are trained on the Milan traffic grid
and then applied directly to Trentino without any fine-tuning.
Because the two datasets have different spatial sizes (Milan:
100 × 100, Trentino: 117 × 117), we use a fixed center crop
of Trentino to 100 × 100 and normalize it with the Milan
training statistics. This makes the transfer setting strict: the
target-domain data is never used to adapt model weights or fit
a new scaler.

Table IV shows that NeST-S6 transfers substantially better
than the baselines. The strongest baseline is VMRNN-D, but
NeST-S6 still improves MASE from 2.49 to 1.27, reduces
RMSE from 32.18 to 8.41, increases R2 from 0.599 to
0.973, and improves PSNR from 48.01 dB to 59.66 dB.
The remaining baselines degrade sharply under domain shift,
with negative R2 values for STTRE, HiSTM-P, STN, and
TimesNet, indicating poor fit on the unseen city.

We attribute this gap to two complementary factors. First,
the locality-preserving per-location hidden states allow NeST-
S6 to model traffic dynamics at the cell level without over-
fitting to global spatial statistics of the source city, making
the learned dynamics more transferable. Second, the stable
PDE-aware transition constrains the recurrence to physically

Table III
FORECASTING ACCURACY ON ITALIA MILAN OVER 6 ROLLOUT STEPS.

BOLD: BEST PER ROW; UNDERLINE: SECOND-BEST.
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eS

T-
S6

ST
T

R
E

Ti
m

es
N

et

V
M

R
N

N
-D

ST
N

H
iS

T
M

-P

1
RMSE 8.42 17.81 19.19 11.93 22.53 29.11
R2 0.98 0.92 0.91 0.96 0.87 0.79
PSNR 54.05 47.54 46.90 51.02 45.50 43.28

2
RMSE 9.89 19.00 19.98 13.75 23.69 28.73
R2 0.98 0.91 0.90 0.95 0.86 0.79
PSNR 52.65 46.98 46.55 49.79 45.07 43.39

3
RMSE 11.25 20.17 21.28 15.32 25.53 28.62
R2 0.97 0.90 0.89 0.94 0.84 0.80
PSNR 51.53 46.47 46.00 48.85 44.42 43.43

4
RMSE 13.12 21.50 22.55 17.29 27.15 28.81
R2 0.96 0.88 0.87 0.93 0.82 0.79
PSNR 50.20 45.91 45.49 47.80 43.88 43.37

5
RMSE 15.03 22.84 24.58 19.06 29.73 29.12
R2 0.94 0.87 0.85 0.91 0.78 0.79
PSNR 49.02 45.38 44.75 46.96 43.10 43.27

6
RMSE 17.16 24.01 25.93 20.79 31.97 29.43
R2 0.93 0.86 0.83 0.89 0.74 0.78
PSNR 47.87 44.95 44.28 46.20 42.46 43.18

plausible evolution, which reduces overfitting to city-specific
distributional patterns that do not generalize. Milan and
Trentino share the same operator and temporal resolution,
making cross-city transfer an evaluation protocol in mobile
traffic forecasting. Nonetheless, the center crop and shared
normalization introduce minor distributional differences whose
isolated effect we plan to quantify in future work.

D. Ablation: Nested Learning Memory

To answer RQ4, we stay on the Milan dataset and quantify
the contribution of the nested memory by disabling the effec-



Table IV
ZERO-SHOT GENERALIZATION FROM MILAN TO TRENTINO. EVALUATION
RESULTS FOR ALL METHODS WHEN TRAINED ON MILAN AND TESTED ON

THE UNSEEN TRENTINO GRID (100× 100, WITH MILAN TRAINING
NORMALIZATION).

Model MASE ↓ RMSE ↓ R2 ↑ PSNR (dB) ↑

STTRE 64.8003 227.7717 -19.1100 31.011
HiSTM-P 26.5613 63.3782 -0.5570 42.123
STN 24.1290 69.6388 -0.8798 41.304
TimesNet 10.2555 52.0945 -0.0520 43.826
VMRNN-D 2.4857 32.1793 0.5986 48.010
NeST-S6 1.2686 8.4133 0.9726 59.662

Figure 2. NeST-S6 memory ablation over a single random test window. Mean
absolute error (MAE) is plotted per timestep for NeST-S6 with memory vs
without memory (memory-decay ablation) on the Milan traffic dataset. Rows
correspond to spatial resolutions 20×20, 50×50, and 100×100.

tive memory write (memory-decay ablation) and comparing
against the full model.

The Milan dataset is by default 100×100 cells. To investi-
gate the effect of spatial granularity on memory performance,
we generate two additional tiled versions at 20×20 and 50×50
cells, in addition to the original 100×100. This allows us to
assess how the nested memory scales across coarser and finer
spatial resolutions.

Figure 2 reports per-timestep MAE over a single sampled
test window of 1008 steps (≈7 days). We use MAE here since
it aligns with absolute-error objectives, so the curves reflect
typical per-step deviations without the quadratic emphasis of
RMSE.

Memory consistently improves accuracy, reducing mean
MAE from 12.27 to 3.91 (20×20), from 26.23 to 3.81
(50×50), and from 25.81 to 3.91 (100×100), corresponding
to relative reductions of 68–85%. The gain is stable across
the window (daily mean reductions: 67–69% for 20×20 and
84–86% for 50×50/100×100) and is most pronounced during
high-error regimes. This supports the second contribution,
showing that nested memory provides a resolution-robust
benefit under non-stationary traffic behavior.

Figure 3. RMSE under controlled distribution shifts (severity sweep): global
scale/offset drift (left) and dynamics volatility drift (right). Blue: NeST-S6,
orange: NeST-S6 without memory, green: VMRNN-D.

E. Ablation: Drift-Resilience Sweep

Continuing RQ4, we next test whether nested memory
also improves robustness under distributional shifts. To probe
non-stationarity without fine-tuning, we apply two types of
controlled input perturbations during inference: (i) global scale
and offset shifts, x′ = αx + β with α = 1.25, β = 0.25;
and (ii) volatility changes via additive Gaussian noise ϵ ∼
N (0, σ2) with σ = 0.25.

We compare NeST-S6 with memory to a no-memory ab-
lation in which memory injection and memory writes are
disabled (Mt ≡ 0). Figure 3 reports RMSE across drift
severity levels on the Milan dataset. Nested memory improves
resilience, with NeST-S6 maintaining lower error than the
no-memory ablation and VMRNN-D under all types and
severities of distributional shifts. This improvement indicates
that the memory preserves longer spatial context and updates
it through error-driven signals, allowing the model to adapt
when the traffic regime shifts instead of relying only on
short-term recurrent state. This again supports the second
contribution, showing that the memory mechanism improves
robustness specifically under controlled distribution drift. The
controlled perturbations used here allow systematic severity
sweeping and isolate the memory mechanism’s contribution
under known shift types. Extending this evaluation to naturally
occurring distributional events is a planned direction for future
work.

F. Spatiotemporal Forecasting: End-to-end Kernels vs. Fo-
cused Kernel-to-scalar

This experiment isolates the effect of prediction granularity,
separate from the grid-vs-grid comparisons in Tables II–IV.
We contrast end-to-end spatial prediction (NeST-S6, which
can output the full grid in a single forward pass, 6 × 100 ×
100 → 100× 100) with pointwise kernel-to-scalar prediction,
where a model ingests a local spatiotemporal neighborhood
(6 × 11 × 11 → 1) and predicts only the center cell. We
compare against HiSTM rather than VMRNN-D here because
VMRNN-D is already covered as a grid predictor in the
earlier full-grid comparisons; HiSTM is the strongest available
kernel-to-scalar predictor [10] and is evaluated in its native
pixel-by-pixel mode, the fairest possible setup (adapting it to
predict grids, HiSTM-P, deteriorated its performance in RQ1–



Figure 4. Milan traffic landscape. (a) Mean traffic intensity over the Milan
grid, computed by averaging each cell over time. (b) Spatial distribution of per-
pixel RMSE differences between HiSTM and NeST-S6 on the same prediction
grid, defined as ∆ = RMSEHiSTM −RMSENeST-S6. Positive values indicate
higher NeST-S6 accuracy

RQ3). A focused one-cell predictor can, in principle, allocate
all of its capacity to a single output and thus hold a per-pixel
accuracy advantage; a spatial predictor must jointly model
many cells but gains global context and deployment efficiency.
This experiment tests which paradigm wins in practice when
both are applied to full-grid forecasting.

To answer RQ5, we compare end-to-end kernel prediction
in NeST-S6 against the standard HiSTM scalar predictor
applied pixelwise over the grid to reconstruct a full next-
frame prediction. Figure 4 visualizes the per-pixel RMSE dif-
ference averaged over the test set, where ∆ = RMSEHiSTM −
RMSENeST-S6 in raw units. Positive values therefore indicate
locations where NeST-S6 is more accurate.

NeST-S6 achieves lower per-pixel RMSE than HiSTM on
61% of the Milan grid. The gains are not uniformly distributed:
the strongest improvements are concentrated in central urban
regions, where traffic intensity is highest and temporal varia-
tion is most pronounced. These downtown cells are also the
most challenging to forecast, which makes the improvement
particularly relevant for deployment settings where prediction
quality matters most for downstream control and decision
making. This spatial pattern is consistent with the cluster-level
difficulty analysis reported in [10].

The main practical distinction between the two approaches
is the prediction granularity. HiSTM predicts a single scalar
from a local spatiotemporal kernel, so reconstructing a 100×
100 target frame requires 10,000 forward passes, one per
pixel. In contrast, NeST-S6 predicts spatial outputs directly
and reconstructs the same frame in only 25/4/1 forward calls
for the 20× 20, 50× 50, and 100× 100 variants, respectively.
This difference in output granularity is the core reason why
NeST-S6 is substantially more efficient at deployment time,
even though HiSTM has fewer parameters.

Table V summarizes the computational cost of producing
one full-grid prediction on an NVIDIA A100 GPU. Across
all NeST-S6 variants, full-grid MACs are reduced by approx-
imately 4.3× to 4.8× relative to HiSTM, while latency im-
proves by 31.6× to 34.6×. The strongest practical advantage
appears in the patch-based variants: NeST-S6-20 produces a
full-grid forecast in 26.6 ms and NeST-S6-50 in 25.7 ms,

Table V
FULL-GRID COMPUTATIONAL COST FOR RECONSTRUCTING A 100× 100
NEXT-FRAME PREDICTION ON MILAN. HISTM PREDICTS ONE PIXEL PER
FORWARD PASS, WHEREAS NEST-S6 PREDICTS TILES OR THE FULL GRID

DIRECTLY. PEAK GPU MEMORY IS REPORTED TO HIGHLIGHT
DEPLOYMENT COST.

Model
Calls per

grid MACs
Latency

(ms)
Peak GPU

(MiB)
Speedup vs.

HiSTM

NeST-S6-20 25 10.79B 26.6 419.2 33.3×
HiSTM 10000 46.23B 885.5 6786.8 1.0×

NeST-S6-50 4 10.17B 25.7 419.4 34.6×
HiSTM 10000 46.23B 888.7 6786.8 1.0×

NeST-S6-100 1 9.60B 28.2 5381.4 31.6×
HiSTM 10000 46.23B 891.9 6787.6 1.0×

compared to 885.5–891.9 ms for HiSTM. This corresponds
to roughly a 33× to 35× speedup.

The memory results further clarify the deployment trade-
off. The patch-based NeST-S6 variants (20× 20 and 50× 50)
require only ≈ 419 MiB peak GPU memory, compared to
≈ 6787 MiB for HiSTM, a reduction of about 16.2×. The
direct 100× 100 NeST-S6 variant still remains more efficient
than HiSTM in MACs and latency, but its peak memory rises
to 5381.4 MiB, reducing the memory advantage to 1.3×. This
distinction is important: the largest deployment benefit comes
from direct patch prediction, which preserves the modeling
benefits of end-to-end spatial forecasting while avoiding the
severe compute and memory overhead of pointwise reconstruc-
tion.

The patch-based variants offer a further advantage beyond
efficiency: NeST-S6-50 and NeST-S6-20 achieve marginally
lower RMSE and higher (R2) than the direct (100×100) vari-
ant, with RMSE improvements of 2.1% and 1.5% respectively,
indicating that patch-level locality acts as a mild regularizer.

Overall, these results show that NeST-S6 is not only more
accurate over most of the grid, but also substantially more
practical for full-frame forecasting. The advantage does not
come from a smaller model footprint in terms of parameters
or checkpoint size; rather, it comes from predicting spatial
structure directly instead of scanning the grid one location
at a time. This directly supports our third contribution: end-
to-end patch prediction is the key source of NeST-S6’s
deployment-scale efficiency advantage for multi-step spa-
tiotemporal forecasting.

VII. CONCLUSION

In this paper, we introduced NeST-S6, a convolutional,
PDE-aware state-space model designed for efficient and robust
spatiotemporal time-series forecasting. By modifying generic
selective SSM recurrence into a spatially local predictor
with per-location states, input-conditioned spatially varying
dynamics, and stable PDE-aware updates, and by integrating
a Fast Learner for immediate predictions with a Slow Learner
that maintains a persistent, error-driven spatial memory, the
architecture addresses two practical requirements that are
central to spatiotemporal forecasting settings: scalable local



spatiotemporal modeling and robustness to temporal drift in
autoregressive forecasting.

Evaluations across three real-world datasets, including mo-
bile traffic grids, event-derived spatial fields, and graph-derived
kernel layouts, show that NeST-S6 improves on established
convolutional, recurrent, attention-based, and Mamba-family
baselines. On the Telecom Italia grid, the model substantially
reduces RMSE and maintains more stable multi-step rollouts,
preserving a 17% performance lead even at the sixth prediction
step. Ablation studies show that the nested memory can reduce
error by up to 85% under drift and significantly improve
resilience to controlled distribution shifts. Beyond accuracy,
NeST-S6 provides large efficiency gains, including a 34×
speedup in inference latency and a 16× reduction in peak GPU
memory compared with competitive scalar predictors.

These findings matter for 6G and beyond because denser
deployments, finer-grained telemetry, and faster control loops
all increase the need for forecasting models that are both ac-
curate and operationally efficient. A predictor that is unstable
under drift or too costly to run at scale limits its deployability.
In this context, deployability depends not only on accuracy,
but also on whether a model can operate within strict memory
budgets, limited GPU resources, and near-real-time inference
requirements. NeST-S6 advances this objective by combining
strong forecasting performance with low resource usage, mak-
ing it a more realistic candidate for operational integration in
functions such as load balancing, energy-aware orchestration,
and proactive resource management.

The results on kernel prediction are particularly promising
from a deployment perspective. Kernel-to-kernel forecasting
fits naturally with cellular tower telemetry prediction, where
local spatial interactions, mobility-driven dynamics, and evolv-
ing traffic conditions must be captured at fine granularity.
Because NeST-S6 models localized spatiotemporal structure
while keeping inference and memory costs low, it is well
suited for near-RT control-loop deployment, where predictions
must be produced quickly and efficiently to support responsive
network optimization.

Future work will extend NeST-S6 to longer-horizon and
continual forecasting under richer distribution shifts. In partic-
ular, we plan to evaluate drift robustness under real network
events using event-annotated temporal splits, moving beyond
the controlled synthetic perturbations used in this study. We
also plan to further characterize zero-shot transfer across cities
with varying grid sizes and normalization. Additionally, we
plan to explore multi-modal inputs and control-oriented objec-
tives for closed-loop 5G/6G automation. On the modeling side,
future work will further analyze the PDE-aware state-space
formulation and the dynamics of the nested memory through
additional ablations and scaling studies, alongside hardware-
aware optimizations such as fused SSM implementations for
efficient deployment.

APPENDIX A
ADDITIONAL MODEL DETAILS

A. SSM Parameterization Details

This appendix collects the coefficient-generation equations
omitted from Section IV for readability. Let Din denote the
channel width entering the SSM core, Ds the number of state
channels, and r the rank used to generate spatially varying
coefficients.

Given xt, compact coefficient maps and a per-channel step
size are generated by 1×1 convolutions:

[∆r,t, br,t, cr,t] = Convparam
1×1 (xt), (10)

∆t = σ
(
Conv∆1×1(∆r,t)

)
. (11)

∆t is a bounded step size that controls how aggressively the
state should react to new evidence at each location.

Multiplicative gates determine how strongly the input-to-
state and state-to-output pathways are active at each location:

gB,t = σ
(
ConvB1×1(xt)

)
, gC,t = σ

(
ConvC1×1(xt)

)
. (12)

B and C share the same formulation. Let X ∈ {B,C}
with parameters Xfactor,Xout,xr,t,gX,t. The shared low-rank
base X̄ = XfactorXout ∈ RDin×Ds represents the default
local dynamics across the grid. A spatially varying low-rank
expansion adds a location-specific correction:

(Xdyn,t)b,d,s,h,w =

r∑
k=1

(xr,t)b,k,h,w(Xfactor)d,k(Xout)k,s,

(13)
allowing different cells to follow different local dynamics
without learning a full dense matrix per pixel and timestep.
The effective matrix is obtained via bounded modulation and
gating:

Xeff,t =
(
X̄+ α tanh(Xdyn,t)

)
⊙ gX,t, (14)

where the tanh keeps the modulation bounded and the gate
scales the final contribution.

For the transition coefficient, the main text retains the stable
base and the compact effective form. The explicit low-rank
modulation is

UA,t = Conv1×1(xt) ∈ RB×rA×H×W , (15)

(Amod,t)b,d,s,h,w =

rA∑
k=1

(UA,t)b,k,h,w (VA)k,d,s, (16)

yielding the input-conditioned field Amod,t used in Eq. (6).
This lets the forgetting rate vary across space while remaining
anchored to the stable base transition.

B. Nested Memory Details

The surprise signal driving the Slow Learner encodes both
the direction and magnitude of local mismatch:

St = Conv3×3

(
concat

(
mt+1 − m̂t+1, |mt+1 − m̂t+1|

))
.

(17)
The signed error preserves whether the model under- or
overpredicts, while the absolute error emphasizes mismatch



severity independently of sign. During training, St is passed
with the current representation zt to the deep optimizer used in
the main-text memory update. During inference-time rollouts,
memory writes are disabled and the stored memory decays
only, which keeps the adaptation mechanism stable.

APPENDIX B
ETHICAL CONSIDERATIONS

This work uses previously released benchmark datasets and
does not involve interventions with human participants. The
study focuses on aggregate spatiotemporal forecasting and
does not attempt to identify individuals or infer personal
attributes. We therefore do not believe that this work raises
additional ethical issues beyond the responsible handling of
the original datasets.
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